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About This Guide

This guide is intended for use by professional network and system administrators
during the operation of SUSE® Linux Enterprise. As such, it is solely concerned
with ensuring that SUSE Linux Enterprise is properly configured and that the
required services on the network are available to allow it to function properly as
initially installed. This guide does not cover the process of ensuring that SUSE

Linux Enterprise offers proper compatibility with your enterprise's application
software or that its core functionality meets those requirements. It assumes that a full
requirements audit has been done and the installation has been requested or that a test
installation, for the purpose of such an audit, has been requested.

This guide contains the following:

Support and Common Tasks
SUSE Linux Enterprise offers a wide range of tools to customize various
aspects of the system. This part introduces a few of them. A breakdown of
available device technologies, high availability configurations, and advanced
administration possibilities introduces the system to the administrator.

System
Learn more about the underlying operating system by studying this part. SUSE
Linux Enterprise supports a number of hardware architectures and you can use
this to adapt your own applications to run on SUSE Linux Enterprise. The boot
loader and boot procedure information assists you in understanding how your
Linux system works and how your own custom scripts and applications may
blend in with it.

Mobile Computers
Laptops, and the communication between mobile devices like PDAs, or cellular
phones and SUSE Linux Enterprise need some special attention. Take care for
power conservation and for the integration of different devices into a changing
network environment. Also get in touch with the background technologies that
provide the needed functionality.

Services
SUSE Linux Enterprise is designed to be a network operating system. It offers
a wide range of network services, such as DNS, DHCP, Web, proxy, and
authentication services, and integrates well into heterogeneous environments
including MS Windows clients and servers.
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Troubleshooting
Provides an overview of where to find help and additional documentation in case
you need more information or want to perform specific tasks with your system.
Also find a compilation of the most frequent problems and annoyances and learn
how to solve these issues on your own.

Many chapters in this manual contain links to additional documentation resources.
This includes additional documentation that is available on the system as well as
documentation available on the Internet.

For an overview of the documentation available for your product and the latest
documentation updates, refer to http://www.suse.com/doc.

1 Available Documentation

We provide HTML and PDF versions of our books in different languages. The
following manuals for users and administrators are available for this product:

Deployment Guide (TDeployment Guide)
Shows how to install single or multiple systems and how to exploit the product
inherent capabilities for a deployment infrastructure. Choose from various
approaches, ranging from a local installation or a network installation server to a
mass deployment using a remote-controlled, highly-customized, and automated
installation technique.

Administration Guide (page 1)
Covers system administration tasks like maintaining, monitoring, and
customizing an initially installed system.

Security Guide (1Security Guide)
Introduces basic concepts of system security, covering both local and network
security aspects. Shows how to make use of the product inherent security
software like AppArmor (which lets you specify per program which files the
program may read, write, and execute), and the auditing system that reliably
collects information about any security-relevant events.

Security and Hardening (TSecurity and Hardening)
Deals with the particulars of installing and setting up a secure SUSE Linux
Enterprise Server, and additional post-installation processes required to further
secure and harden that installation. Supports the administrator with security-
related choices and decisions.

Administration Guide
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System Analysis and Tuning Guide (1System Analysis and Tuning Guide)
An administrator's guide for problem detection, resolution and optimization.
Find how to inspect and optimize your system by means of monitoring tools
and how to efficiently manage resources. Also contains an overview of common
problems and solutions, and of additional help and documentation resources.

Virtualization with Xen (1Virtualization with Xen)
Offers an introduction to virtualization technology of your product. It features
an overview of the various fields of application and installation types of each
of the platforms supported by SUSE Linux Enterprise Server as well as a short
description of the installation procedure.

Virtualization with KVM for IBM System z (TVirtualization with KVM for IBM
System z)
Offers an introduction to setting up and managing virtualization with KVM
(Kernel-based Virtual Machine) on SUSE Linux Enterprise Server. Learn
how to manage KVM with libvirt or QEMU. The guide also contains detailed
information about requirements, limitations, and support status.

AutoYaST (TAutoYaST)
AutoYaST is a system for installing one or more SUSE Linux Enterprise systems
automatically and without user intervention, using an AutoYaST profile that
contains installation and configuration data. The manual guides you through the
basic steps of auto-installation: preparation, installation, and configuration.

Storage Administration Guide (TStorage Administration Guide)
Provides information about how to manage storage devices on a SUSE Linux
Enterprise Server.

In addition to the comprehensive manuals, several quick start guides are available:

Installation Quick Start (TInstallation Quick Start)
Lists the system requirements and guides you step-by-step through the
installation of SUSE Linux Enterprise Server from DVD, or from an ISO image.

Linux Audit Quick Start
Gives a short overview how to enable and configure the auditing system and
how to execute key tasks such as setting up audit rules, generating reports, and
analyzing the log files.

AppArmor Quick Start
Helps you understand the main concepts behind AppArmor®.

About This Guide
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Virtualization with Linux Containers (LXC) (1Virtualization with Linux Containers
(LXC))
Gives a short introduction to LXC (a lightweight “virtualization” method) and
shows how to set up an LXC host and LXC containers.

Find HTML versions of most product manuals in your installed system under /
usr/share/doc/manual or in the help centers of your desktop. Find the
latest documentation updates at http://www.suse.com/doc where you can
download PDF or HTML versions of the manuals for your product.

2 Feedback

Several feedback channels are available:

Bugs and Enhancement Requests
For services and support options available for your product, refer to http: //
WWw.suse.com/support/.

To report bugs for a product component, log in to the Novell Customer Center
from http://www.suse.com/support/ and select My Support > Service
Request.

User Comments
We want to hear your comments about and suggestions for this manual and the
other documentation included with this product. Use the User Comments feature
at the bottom of each page in the online documentation or go to http://
www . suse.com/doc/feedback.html and enter your comments there.

Mail
For feedback on the documentation of this product, you can also send a mail to
doc—team@suse.de. Make sure to include the document title, the product
version, and the publication date of the documentation. To report errors or
suggest enhancements, provide a concise description of the problem and refer to
the respective section number and page (or URL).

3 Documentation Conventions

The following typographical conventions are used in this manual:
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/etc/passwd: directory names and filenames
placeholder: replace placeholder with the actual value
PATH: the environment variable PATH

1s, ——help: commands, options, and parameters

user: users or groups

Alt, Alt + F1: a key to press or a key combination; keys are shown in uppercase as
on a keyboard

File, File > Save As: menu items, buttons

lamd64 em64t ipf: This paragraph is only relevant for the architectures amd 64,
em64t, and ipf. The arrows mark the beginning and the end of the text block. [

lipseries zseries: This paragraph is only relevant for the architectures System z
and ipseries. The arrows mark the beginning and the end of the text block. [

Dancing Penguins (Chapter Penguins, TAnother Manual): This is a reference to a
chapter in another manual.
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YaST Online Update

Novell offers a continuous stream of software security updates for your product.
By default, the update applet is used to keep your system up-to-date. Refer to
Section “Keeping the System Up-to-date” (Chapter 9, Installing or Removing
Software, TDeployment Guide) for further information on the update applet. This
chapter covers the alternative tool for updating software packages: YaST Online
Update.

The current patches for SUSE® Linux Enterprise Server are available from an update
software repository. If you have registered your product during the installation,

an update repository is already configured. If you have not registered SUSE

Linux Enterprise Server, you can do so by running Software > Online Update
Configuration in YaST and start Advanced > Register for Support and Get Update
Repository. Alternatively, you can manually add an update repository from a source
you trust. To add or remove repositories, start the Repository Manager with Software
> Software Repositories in YaST. Learn more about the Repository Manager in
Section “Managing Software Repositories and Services” (Chapter 9, Installing or
Removing Software, TDeployment Guide).

NOTE: Error on Accessing the Update Catalog

If you are not able to access the update catalog, this might be due to an
expired subscription. Normally, SUSE Linux Enterprise Server comes with
a one-year or three-year subscription, during which you have access to the
update catalog. This access will be denied once the subscription ends.

YaST Online Update



4

In case of an access denial to the update catalog you will see a warning
message with a recommendation to visit the Novell Customer Center
and check your subscription. The Novell Customer Center is available at
http://www.novell.com/center/.

Novell provides updates with different relevance levels:

Security Updates
Fix severe security hazards and should definitely be installed.

Recommended Updates
Fix issues that could compromise your computer.

Optional Updates
Fix non-security relevant issues or provide enhancements.

1.1 The Online Update Dialog

The YaST Online Update dialog is available in two toolkit flavors: GTK (for
GNOME) and Qt (for KDE). Both interfaces differ in look and feel but basically
provide the same functions. The following sections provide a brief description
of each. To open the dialog, start YaST and select Software > Online Update.
Alternatively, start it from the command line with yast2 online_update.

1.1.1 KDE Interface (Qt)

The Online Update window consists of four sections.
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Figure 1.1: YaST Online Update—Qt Interface
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The Summary section on the left lists the available patches for SUSE Linux
Enterprise Server. The patches are sorted by security relevance: security,
recommended, and opt ional. You can change the view of the Summary section
by selecting one of the following options from Show Patch Category:

Needed Patches (default view)
Non-installed patches that apply to packages installed on your system.

Unneeded Patches
Patches that either apply to packages not installed on your system, or patches
that have requirements which have already have been fulfilled (because the
relevant packages have already been updated from another source).

All Patches
All patches available for SUSE Linux Enterprise Server.

Each list entry in the Summary section consists of a symbol and the patch name. For
an overview of the possible symbols and their meaning, press Shift + F1. Actions
required by Security and Recommended patches are automatically preset. These
actions are Autoinstall, Autoupdate and Autodelete.

If you install an up-to-date package from a repository other than the update
repository, the requirements of a patch for this package may be fulfilled with this
installation. In this case a check mark is displayed in front of the patch summary. The
patch will be visible in the list until you mark it for installation. This will in fact not
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install the patch (because the package already is up-to-date), but mark the patch as
having been installed.

Select an entry in the Summary section to view a short Patch Description at the
bottom left corner of the dialog. The upper right section lists the packages included
in the selected patch (a patch can consist of several packages). Click an entry in the
upper right section to view details about the respective package that is included in the
patch.

1.1.2 GNOME Interface (GTK)

The Online Update window consists of four main sections.

Figure 1.2: YaST Online Update—GTK Interface
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The upper right section lists the available (or already installed) patches for SUSE
Linux Enterprise Server. To filter patches according to their security relevance,
click the corresponding Priority entry in the upper right section of the window:
Security, Recommended, Optional orAll patches.

If all available patches are already installed, the Package listing in the upper right
section will show no entries. The box in the bottom left-hand section shows the
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number of both available and already installed patches and lets you toggle the view
to either Available or Installed patches.

Select an entry in the Package listing section to view a patch description and further
details at the bottom right corner of the dialog. As a patch can consist of several
packages, click the Applies to entry in the lower right section to see which packages
are included in the respective patch.

Click on a patch entry to open a row with detailed information about the patch in the
bottom of the window. Here you can see a detailed patch description as well as the
versions available. You can also choose to Install optional patches—security and
recommended patches are already preselected for installation.

1.2 Installing Patches

The YaST Online Update dialog allows you to either install all available patches at
once or to manually select the patches that you want to apply to your system. You
may also revert patches that have been applied to the system.

By default, all new patches (except opt ional ones) that are currently available for
your system are already marked for installation. They will be applied automatically
once you click Accept or Apply.

Procedure 1.1: Applying Patches with YaST Online Update

1 Start YaST and select Software > Online Update.

2 To automatically apply all new patches (except opt 1onal ones) that are
currently available for your system, proceed with Apply or Accept to start the
installation of the preselected patches.

3 To first modify the selection of patches that you want to apply:

3a Use the respective filters and views the GTK and Qt interfaces provide.
For details, refer to Section 1.1.1, “KDE Interface (Qt)” (page 4) and
Section 1.1.2, “GNOME Interface (GTK)” (page 6).

3b Select or deselect patches according to your needs and wishes by activating

or deactivating the respective check box (GNOME) or by right-clicking the
patch and choosing the respective action from the context menu (KDE).
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IMPORTANT: Always Apply Security Updates

Do not deselect any security-related patches without a very
good reason. These patches fix severe security hazards and
prevent your system from being exploited.

3c Most patches include updates for several packages. If you want to change
actions for single packages, right-click a package in the package view and
choose an action (KDE).

3d To confirm your selection and apply the selected patches, proceed with
Apply or Accept.

4 After the installation is complete, click Finish to leave the YaST Online Update.
Your system is now up-to-date.

TIP: Disabling deltarpms

By default, updates are downloaded as deltarpms. Since rebuilding rpm
packages from deltarpms is a memory and processor consuming task,
certain setups or hardware configurations might require you to disable the
usage of deltarpms for the sake of performance.

To disable the use of deltarpms, edit the file /etc/zypp/zypp.conf and
set download.use_deltarpmto false.

1.3 Automatic Online Update

YaST also offers the possibility to set up an automatic update with daily, weekly or
monthly schedule. To use the respective module, you need to install the yast2-
online-update-configuration package first.

Procedure 1.2: Configuring the Automatic Online Update
1 After installation, start YaST and select Software > Online Update Configuration.

Alternatively, start the module with
yast2 online_update_configuration from the command line.
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Activate Automatic Online Update.

Choose whether to update Daily, Weekly, or Monthly.

Some patches, such as kernel updates or packages requiring license agreements,
require user interaction, which would cause the automatic update procedure to
stop.

Select if you want to Skip Interactive Patches in case you want the update
procedure to proceed fully automatically.

IMPORTANT: Skipping Patches

If you select to skip any packages that require interaction, run a manual
Online Update from time to time in order to install those patches, too.
Otherwise you might miss important patches.

To automatically accept any license agreements, activate Agree with Licenses.

To automatically install all packages recommended by updated packages, activate
Include Recommended Packages.

To filter the patches by category (such as security or recommended), activate
Filter by Category and add the appropriate patch categories from the list. Only
patches of the selected categories will be installed. Others will be skipped.

Confirm your configuration with OK.

YaST Online Update
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Gathering System
Information for Support

In case of problems, a detailed system report may be created with either the
supportconfig command line tool or the YaST Support module. Both will
collect information about the system such as: current kernel version, hardware,
installed packages, partition setup and much more. The result is a TAR archive of
files. After opening a Service Request (SR), you can upload the TAR archive to
Global Technical Support. It will help to locate the issue you reported and to assist
you in solving the problem.

The command line tool is provided by the package supportutils which is
installed by default. The YaST Support module is based on the command line tool.

2.1 Collecting System Information
with Supportconfig

To create a TAR archive with detailed system information that you can hand over
to Global Technical Support, use either the supportconfig command line tool
directly or the YaST Support module. The command line tool is provided by the
package supportutils which is installed by default. The YaST Support module
is also based on the command line tool.

Gathering System Information for Support
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2.1.1 Creating a Service Request Number

Supportconfig archives can be generated at any time. However, for handing-over
the supportconfig data to Global Technical Support, you need to generate a service
request number first. You will need it to upload the archive to support.

To create a service request, go to http://www.novell.com/center/
eservice and follow the instructions on the screen. Write down your 11-digit
service request number.

NOTE: Privacy Statement

SUSE and Novell treat system reports as confidential data. For details
about our privacy commitment, see http://www.novell.com/
company/legal/privacy/.

2.1.2 Upload Targets

After having created a service request number, you can upload your supportconfig
archives to Global Technical Support as described in Procedure 2.1, “Submitting
Information to Support with YaST” (page 16) or Procedure 2.2, “Submitting
Information to Support from Command Line” (page 17). Use one of the

following upload targets:

e US customers: ftp://ftp.novell.com/incoming

* EMEA, Europe, the Middle East, and Africa: ftp://support—
ftp.suse.com/in

Alternatively, you can manually attach the TAR archive to your service request using
the service request URL: http://www.novell.com/center/eservice.

2.1.3 Creating a Supportconfig Archive
with YaST
To use YaST to gather your system information, proceed as follows:

1 Start YaST and open the Support module.
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Supportconfig Overview Dialog

Open Novell Support Center
This will start a browser connecting to the Novell Support Center Portal.

Open

Collect Data
This will create a tarball containing the collected log files.

Create report tarball

Upload Data
This will upload the collected logs to the specified URL.

Upload

Help Abort Finish

Click Create report tarball.

In the next window, select one of the supportconfig options from the radio
button list. Use Custom (Expert) Settings is pre-selected by default. If you
want to test the report function first, use Only gather a minimum amount
of info. For some background information on the other options, refer to the
supportconfig man page.

Proceed with Next.

Enter your contact information. It will be written to a file called basic—
environment .txt and included in the archive to be created.

If you want to submit the archive to Global Technical Support at the end of
the information collection process, Upload Information is required. YaST
automatically proposes an upload server. If you want to modify it, refer to
Section 2.1.2, “Upload Targets” (page 12) for details of which upload
servers are available.

If you want to submit the archive later on, you can leave the Upload
Information empty for now.

Proceed with Next.

Gathering System Information for Support
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7 The information gathering begins.

Collecting Data
Progress

Support Utilities - Supportconfig
Script Version: 3.0-37
Script Date: 2014 05 19

Detailed system information and logs are collected and organized in a
manner that helps reduce service request resolution times. Private system
information can be disclosed when using this tool. If this is a concern,
please prune private data from the log files. Several startup options

are available to exclude more sensitive information. Supportconfig data is
used only for diagnostic purposes and is considered confidential information.
See http://www.novell.com/company/legal/privacy/

Gathering system information
Data Directory: /tmp/YaST2-02866-e37PTa/nts_barett-2_140602_1054_12c6e252-6923-4cf0-b96a-
bfc195450ca4

Basic Server Health Check...
Done
RPM Database...
Done
Basic Environment...
Done
System Medules...
Done
Memory Details...
Done .

Help Abort Back Next

After the process is finished, continue with Next.

8 Review the data collection: Select the File Name of a log file to view its
contents in YaST. To remove any files you want excluded from the TAR
archive before submitting it to support, use Remove from Data. Continue with
Next.

9 Save the TAR archive. If you started the YaST module as root user, by
default YaST proposes to save the archive to /var/1log (otherwise, to your
home directory). The file name format is nts_HOST_DATE_TIME.tbz.

10 If you want to upload the archive to support directly, make sure Upload log
files tarball to URL is activated. The Upload Target shown here is the one
that YaST proposes in Step 5 (page 13). If you want to modify the upload
target, find detailed information of which upload servers are available in
Section 2.1.2, “Upload Targets” (page 12).

11 If you want to skip the upload, deactivate Upload log files tarball to URL.
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12 Confirm your changes to close the YaST module.

2.1.4 Creating a Supportconfig Archive
from Command Line

The following procedure shows how to create a supportconfig archive, but without
submitting it to support directly. For uploading it, you need to run the command with
certain options as described in Procedure 2.2, “Submitting Information to Support
from Command Line” (page 17).

1 Open a shell and become root.

2 Run supportconfig without any options. This gathers the default system
information.

3 Wait for the tool to complete the operation.

4 The default archive location is /var/1log, with the file name format being
nts_HOST DATE TIME.tbz

2.1.5 Common Supportconfig Options

The supportconfig utility is usually called without any options. Display a list of
all options with supportconfig —h or refer to the man page. The following list
gives a brief overview of some common use cases:

Reducing the Size of the Information Being Gathered
Use the minimal option (-m):

supportconfig -m

Limiting the Information to a Specific Topic
If you have already localized a problem with the default supportconfig
output and have found that it relates to a specific area or feature set only, you
may want to limit the collected information to the specific area for the next
supportconfig run. For example, if you detected problems with LVM and
want to test a recent change that you did to the LVM configuration, it makes
sense to gather the minimum supportconfig information around LVM only:

supportconfig —-i LVM

Gathering System Information for Support
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For a complete list of feature keywords that you can use for limiting the
collected information to a specific area, run
supportconfig -F

Including Additional Contact Information in the Output:

supportconfig -E tux@example.org -N "Tux Penguin" -0 "Penguin Inc." ...
(all in one line)

Collecting Already Rotated Log Files

supportconfig -1

This is especially useful in high logging environments or after a Kernel crash
when syslog rotates the log files after a reboot.

2.2 Submitting Information to
Global Technical Support

Use the YaST Support module or the supportconfig command line utility

to submit system information to the Global Technical Support. When you
experience a server issue and want the support's assistance, you will need to open
a service request first. For details, see Section 2.1.1, “Creating a Service Request
Number” (page 12).

The following examples use 12345678901 as a placeholder for your service
request number. Replace 12345678901 with the service request number you
created in Section 2.1.1, “Creating a Service Request Number” (page 12).

Procedure 2.1: Submitting Information to Support with YaST

The following procedure assumes that you have already created a supportconfig
archive, but have not uploaded it yet. Make sure to have included your contact
information in the archive as described in Section 2.1.3, “Creating a Supportconfig
Archive with YaST” (page 12), Step 4. For instructions on how to generate

and submit a supportconfig archive in one go, see Section 2.1.3, “Creating a
Supportconfig Archive with YaST” (page 12).

1 Start YaST and open the Support module.

2 Click Upload.
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3 In Package with log files specify the path to the existing supportconfig archive or
Browse for it.

4 YaST automatically proposes an upload server. If you want to modify it, refer to

Section 2.1.2, “Upload Targets” (page 12) for details of which upload servers
are available.

Supportconfig Upload Dialog

Package with log files
2-9ad3-093d8a8cObcc.tbz| | Browse...

@ Upload log files tarball to URL
Upload Target

ftpi/fanonymous @ftp.navell

Help Abort Back Next

Proceed with Next.

5 Click Finish.

Procedure 2.2: Submitting Information to Support from Command Line

The following procedure assumes that you have already created a supportconfig
archive, but have not uploaded it yet. For instructions on how to generate and submit

a supportconfig archive in one go, see Section 2.1.3, “Creating a Supportconfig
Archive with YaST” (page 12).

1 Servers with Internet connectivity:

1a To use the default upload target, run:

supportconfig —-ur 12345678901

1b For the secure upload target, use the following:

supportconfig —ar 12345678901

Gathering System Information for Support
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2 Servers without Internet connectivity

2a Run the following:

supportconfig —-r 12345678901

2b Manually upload the /var/log/nts_SR12345678901*tbz
archive to one of our FTP servers. Which one to use depends on your
location in the world. For an overview, see Section 2.1.2, “Upload
Targets” (page 12).

3 After the TAR archive is in the incoming directory of our FTP server, it becomes
automatically attached to your service request.

2.3 Support of Kernel Modules

An important requirement for every enterprise operating system is the level of
support you receive for your environment. Kernel modules are the most relevant
connector between hardware (“controllers”) and the operating system. Every Kernel
module in SUSE Linux Enterprise has a supported flag that can take three
possible values:

* “yes”, thus supported

* “external”, thus supported

(734

. (empty, not set), thus unsupported
The following rules apply:
* All modules of a self-recompiled Kernel are by default marked as unsupported.

» Kernel modules supported by SUSE partners and delivered using SUSE
SolidDriver Program are marked “external”.

 If the supported flag is not set, loading this module will taint the Kernel.
Tainted Kernels are not supported. Unsupported Kernel modules are included in
an extra RPM package (kernel-FLAVOR-extra) and will not be loaded by
default (FLAVOR=defaultlxenl...). In addition, these unsupported modules are
not available in the installer, and the kernel-FLAVOR-extra package is not
part of the SUSE Linux Enterprise media.
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Kernel modules not provided under a license compatible to the license of the
Linux Kernel will also taint the Kernel. For details, see /usr/src/linux/
Documentation/sysctl/kernel.txt and the state of /proc/sys/
kernel/tainted.

2.3.1 Technical Background

Linux Kernel: The value of /proc/sys/kernel/unsupported defaults
to 2 on SUSE Linux Enterprise 11 SP4 (do not warn in syslog when
loading unsupported modules). This default is used in the installer as
well as in the installed system. See /usr/src/linux/Documentation/
sysctl/kernel.txt for more information.

modprobe: The modprobe utility for checking module dependencies and
loading modules appropriately checks for the value of the supported flag. If the
value is “yes” or “external” the module will be loaded, otherwise it will not. For
information on how to override this behavior, see Section 2.3.2, “Working with
Unsupported Modules” (page 19).

NOTE

SUSE does not generally support the removal of storage modules via
modprobe -r.

2.3.2 Working with Unsupported Modules

While general supportability is important, situations can occur where loading an
unsupported module is required (for example, for testing or debugging purposes, or if
your hardware vendor provides a hotfix).

To override the default, edit /et c/modprobe.d/unsupported-
modules.conf and change the value of the variable
allow_unsupported_modules to 1. If an unsupported module is needed in
the initrd, do not forget to run mkinitrd to update the initrd.

If you only want to try loading a module once, you can use the ——allow-
unsupported-modules option with modprobe. For more information, see
the modprobe man page.

Gathering System Information for Support
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During installation, unsupported modules may be added through driver update
disks, and they will be loaded. To enforce loading of unsupported modules during
boot and afterward, use the Kernel command line option oem-modules. While
installing and initializing the module-init-tools package, the Kernel flag
TAINT_NO_SUPPORT (/proc/sys/kernel/tainted) will be evaluated.
If the Kernel is already tainted, allow_unsupported_modules will be
enabled. This will prevent unsupported modules from failing in the system being
installed. If no unsupported modules are present during installation and the other
special Kernel command line option (cem-modules=1) is not used, the default
still is to disallow unsupported modules.

Remember that loading and running unsupported modules will make the Kernel and
the whole system unsupported by SUSE.

2.4 For More Information

Find more information about gathering system information in the following
documents:

man supportconfig—The supportconfig man page.

man supportconfig.conf—The man page of the supportconfig
configuration file.

http://www.suse.com/communities/conversations/basic-—
server—health-check-supportconfig/—A Basic Server Health Check
with Supportconfig.

https://www.novell.com/communities/coolsolutions/
cool_tools/create-your—-own-supportconfig-plugin/—Create
Your Own Supportconfig Plugin.

http://www.suse.com/communities/conversations/creating-
a-central-supportconfig-repository/—Creating a Central
Supportconfig Repository.
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YaST in Text Mode

This section is intended for system administrators and experts who do not run an X
server on their systems and depend on the text-based installation tool. It provides
basic information about starting and operating YaST in text mode.

YaST in text mode uses the ncurses library to provide an easy pseudo-graphical user
interface. The ncurses library is installed by default. The minimum supported size of
the terminal emulator in which to run YaST is 80x25 characters.

Figure 3.1: Main Window of YaST in Text Mode

YaST2 Control Center

[Help] [Quit]

L) = root@cayley %
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When you start YaST in text mode, the YaST Control Center appears (see

Figure 3.1). The main window consists of three areas. The left frame features the

categories to which the various modules belong. This frame is active when YaST

is started and therefore it is marked by a bold white border. The active category is
highlighted. The right frame provides an overview of the modules available in the
active category. The bottom frame contains the buttons for Help and Quit.

When you start the YaST Control Center, the category Software is selected
automatically. Use | and T to change the category. To select a module from the
category, activate the right frame with — and then use | and T to select the module.
Keep the arrow keys pressed to scroll through the list of available modules. The
selected module is highlighted. Press Enter to start the active module.

Various buttons or selection fields in the module contain a highlighted letter (yellow
by default). Use Alt + highlighted_letter to select a button directly instead of
navigating there with Tab. Exit the YaST Control Center by pressing Alt + Q or by
selecting Quit and pressing Enter.

TIP: Refreshing YaST Dialog Window

If a YaST dialog window gets corrupted or distorted (e.g., while resizing the
window), press Ctrl + L to refresh and restore its contents.

3.1 Navigation in Modules

The following description of the control elements in the YaST modules assumes that
all function keys and Alt key combinations work and are not assigned to different
global functions. Read Section 3.2, “Restriction of Key Combinations” (page 24)
for information about possible exceptions.

Navigation among Buttons and Selection Lists
Use Tab to navigate among the buttons and frames containing selection lists. To
navigate in reverse order, use Alt + Tab or Shift + Tab combinations.

Navigation in Selection Lists
Use the arrow keys (T and ) to navigate among the individual elements in
an active frame containing a selection list. If individual entries within a frame
exceed its width, use Shift + — or Shift + < to scroll horizontally to the right
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and left. Alternatively, use Ctrl + E or Ctrl + A. This combination can also be
used if using — or « results in changing the active frame or the current selection
list, as in the Control Center.

Buttons, Radio Buttons, and Check Boxes
To select buttons with empty square brackets (check boxes) or empty
parentheses (radio buttons), press Space or Enter. Alternatively, radio buttons
and check boxes can be selected directly with Alt + highlighted_letter. In this
case, you do not need to confirm with Enter. If you navigate to an item with
Tab, press Enter to execute the selected action or activate the respective menu
item.

Function Keys
The F keys (F1 through F12) enable quick access to the various buttons.
Available F key shortcuts are shown in the bottom line of the YaST screen.
Which function keys are actually mapped to which buttons depend on the active
YaST module, because the different modules offer different buttons (Details,
Info, Add, Delete, etc.). Use F10 for Accept, OK, Next, and Finish. Press F1 to
access the YaST help.

Using Navigation Tree in ncurses Mode
Some YaST modules use a navigation tree in the left part of the window to select
configuration dialogs. Use the arrow keys (T and {) to navigate in the tree. Use
Space to open or close tree items. In ncurses mode, Enter must be pressed after
a selection in the navigation tree in order to show the selected dialog. This is an
intentional behavior to save time consuming redraws when browsing through the
navigation tree.

YaST in Text Mode



24

Figure 3.2: The Software Installation Module
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[Helpd] [Cancel] [Accept ]

L= root@cayley %

3.2 Restriction of Key
Combinations

If your window manager uses global Alt combinations, the Alt combinations in YaST
might not work. Keys like Alt or Shift can also be occupied by the settings of the
terminal.

Replacing Alt with Esc
Alt shortcuts can be executed with Esc instead of Alt. For example, Esc — H
replaces Alt + H. (First press Esc, then press H.)

Backward and Forward Navigation with Ctrl + F and Ctrl + B
If the Alt and Shift combinations are occupied by the window manager or the
terminal, use the combinations Ctrl + F (forward) and Ctrl + B (backward)
instead.

Restriction of Function Keys
The F keys are also used for functions. Certain function keys might be occupied
by the terminal and may not be available for YaST. However, the Alt key

Administration Guide



combinations and function keys should always be fully available on a pure text
console.

3.3 YaST Command Line Options

Besides the text mode interface, YaST provides a pure command line interface. To
get a list of YaST command line options, enter:

yast -h

3.3.1 Starting the Individual Modules

To save time, the individual YaST modules can be started directly. To start a module,
enter:

yast <module_name>

View a list of all module names available on your system with yast -1 or yast
—-—1ist. Start the network module, for example, with yast lan.

3.3.2 Installing Packages from the
Command Line

If you know a package name and the package is provided by any of your active
installation repositories, you can use the command line option —1 to install the
package:

yast —-i <package_name>

or
yast —--install <package_name>
package_name can be a single short package name, for example gvim, which

is installed with dependency checking, or the full path to an rpm package, which is
installed without dependency checking.

If you need a command-line based software management utility with functionality
beyond what YaST provides, consider using zypper. This new utility uses the
same software management library that is also the foundation for the YaST
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package manager. The basic usage of Zypper is covered in Section 6.1, “Using
Zypper” (page 53).

3.3.3 Command Line Parameters of the
YaST Modules

To use YaST functionality in scripts, YaST provides command line support for
individual modules. Not all modules have command line support. To display the
available options of a module, enter:

yast <module_name> help

If a module does not provide command line support, the module is started in text
mode and the following message appears:

This YaST module does not support the command line interface.
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Snapshots/Rollback with
Shapper

Being able to do file system snapshots providing the ability to do rollbacks on Linux
is a feature that was often requested in the past. Snapper, in conjunction with the
Btrfs file system or thin-provisioned LVM volumes now fills that gap.

Btrfs, a new copy-on-write file system for Linux, supports file system snapshots
(a copy of the state of a subvolume at a certain point of time) of subvolumes (one
or more separately mountable file systems within each physical partition). Snapper
lets you manage these snapshots. Snapper comes with a command line and a YaST
interface.

By default Snapper and Bt r fs on SUSE Linux Enterprise Server are set up to serve
as an “undo tool” for system changes made with YaST and zypper. Before and after
running a YaST module or zypper, a snapshot is created. Snapper lets you compare
the two snapshots and provides means to revert the differences between the two
snapshots. The tools also provide system backups by creating hourly snapshots of the
system subvolumes.

4.1 Requirements

Since Bt rfs is the only file system on SUSE Linux Enterprise Server supporting
snapshots, it is required on all partitions or subvolumes you want to “snapshot”.
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4.1.1 Snapshots and Disk Space

When a snapshot is created, both the snapshot and the original point to the same
blocks in the file system. So, initially a snapshot does not occupy additional disk
space. If data in the original file system is modified, changed data blocks are copied
while the old data blocks are kept for the snapshot. Therefore, a snapshot occupies
the same amount of space as the data modified. So, over time, the amount of space a
snapshot allocates, constantly grows. As a consequence, deleting files from a Bt rfs
file system containing snapshots may not free disk space!

NOTE: Snapshot Location

Snapshots always reside on the same partition or subvolume that has been
“snapshotted”. It is not possible to store snapshots on a different partition
or subvolume.

As a result, partitions containing snapshots need to be larger than “normal”
partitions. The exact amount strongly depends on the number of snapshots you keep
and the amount of data modifications. As a rule of thumb you should consider using
twice the size than you normally would.

TIP: Freeing space / Disk Usage

In order to free space on a Bt rfs partition containing snapshots you need
to delete unneeded snapshots rather than files. Older snapshots occupy
more space than recent ones.

Since the df does not show the correct disk usage on Bt rfs file systems,
you need to use the command btrfs filesystem df MOUNT_POINT.
Displaying the amount of disk space a snapshot allocates is currently not
supported by the Bt r£s tools.

Doing an upgrade from one service pack to another results in snapshots
occupying a lot of disk space on the system subvolumes, because a lot of
data gets changed (package updates). Manually deleting these snapshots
once they are no longer needed is recommended.

Snapper can also be used to create and manage snapshots on thin-provisioned LVM
volumes formatted with ext3 or XFS (see Section 4.6, “Using Snapper on Thin-
Provisioned LVM Volumes” (page 45)).
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4.2 Using Snapper to Undo System
Changes

Snapper on SUSE Linux Enterprise Server is pre-configured to serve as a tool that
lets you undo changes made by zypper and YaST. For this purpose, Snapper is
configured to create a pair of snapshots before and after each run of zypper and
YaST. Snapper also lets you restore system files that have been accidentally deleted
or modified. Hourly backups are created for this purpose.

By default, automatic snapshots as described above are configured for the root
partition and its subvolumes. In order to make snapshots available for other partitions
such as /home for example, you can create custom configurations.

4.2.1 Undoing YaST and Zypper Changes

If you set up the root partition with Bt r £ s during the installation, Snapper—pre-
configured for doing rollbacks of YaST or Zypper changes—will automatically be
installed. Every time you start a YaST module or a Zypper transaction, two snapshots
are created: a “pre-snapshot” capturing the state of the file system before the start of
the module and a “post-snapshot” after the module has been finished.

Using the YaST Snapper module or the snapper command line tool, you can
undo the changes made by YaST/zypper by restoring files from the “pre-snapshot”.
Comparing two snapshots the tools also allow you to see which files have been
changed. You can also display the differences between two versions of a file (diff).

Since Linux is a multitasking system, processes other than YaST or Zypper may
modify data in the time frame between the pre- and the post-snapshot. If this is

the case, completely reverting to the pre-snapshot will also undo these changes by
other processes. In most cases this would be unwanted—therefore it is strongly
recommended to closely review the changes between two snapshots before starting
the rollback. If there are changes from other processes you want to keep, select which
files to roll back.

Snapshots/Rollback with Snapper

29



IMPORTANT: Limitations

Make sure you know about Snapper's limitations before attempting to use
its rollback mechanism. See Section 4.4, “Limitations” (page 43) for
details.

NOTE: Storage Time of Snapshots

By default, the last 100 YaST and Zypper snapshots are kept. If this
number is exceeded, the oldest snapshot(s) will be deleted.

Procedure 4.1: Undoing changes using the YaST Snapper module

1 Start the Snapper module from the Miscellaneous section in YaST or by entering
yast2 snapper.

2 Make sure Current Configuration is set to root. This is always the case unless you
have manually added own Snapper configurations.

3 Choose a pair of pre- and post-snapshots from the list. Both, YaST and Zypper
snapshot pairs are of the type Pre & Post. YaST snapshots are labeled as yast
module_name in the Description column; Zypper snapshots are labeled zypp

(zypper) .

& Snapshots

Current Configuration

D Type Start Date End Date Description  User Dat:
e e
€ Single Thu 28 Feb 2013 05:15:02 PM CET timeline

7 Single Thu 28 Feh 2013 06:15:01 PM CET timeline

8 Single Thu 28 Feb 2013 07:15:01 PM CET timeline

9 Single Thu 28 Feb 2013 08:15:02 PM CET timeline

10 single Thu 28 Feb 2013 03:15:01 PM CET timeline

n Single Thu 28 Feb 2013 10:15:02 PM CET timeline

12 Single Thu 28 Feb 2013 11:15:03 PM CET timeline

13 Single Fri 01 Mar 2013 12:15.08 AM CET timeline

14 Single Fri 01 Mar2013 01:15:02 AM CET timeline

4-15 Pre & Post Thu 28 Feb 2013 04.02:40 PM CET Fri 01 Mar 2013 01:48:43 AM CET yast ntp-client

16 Single Fri 01 Mar 2013 02:30:02 PM CET timeline

17-18 Pre & Post Fri01 Mar 2013 03:15:56 PM CET  Fri 01 Mar 2013 03.18.07 PM CET zypp(zyppen

19 Single Fri 01 Mar 2013 03:30:01 PM CET timeline

20 Single Fri 01 Mar 2013 04:30:01 PM CET timeline

21 Pre Thu 14 Mar 2013 12:33:56 PM CET ‘yast snapper

Show Changes Create Modify Delete

Help Close
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4 Click Show Changes to open the list of files that differ between the two snapshots.
The following image shows a list of files that have changed after having added the

user tester.

& Selected Snapshot Overview

!
108- 109

wpp(zyppen
Time of faking the first snapshot: Fri 13 Jan 2012 010106 PM CET

Time of taking the second snapshot: Fri 13 Jan 2012 01:01°10 PM CET

) nettp
] ncftphatch
[ nctipget
[ nettpls
[ nctipput
[ ncitpspooler
= [J share
= [ doc
= [J packages
= [ neftp
= [ htmi

ooooooo

= [J man
= [J mant
[ ncitp.1.92

[ ncitpbateh.1.gz

Help |

index.h.
neftp.ht.
neftph
neftpg
neftpls..
neftpp
nefps

&

Cancel || Restore Selected

5 Review the list of files. To display a “diff” between the pre- and post-version of
a file, select it from the list. The following images shows the changes to /etc/
passwd after having added the user tester.

& Selected Snapshot Overview

/
108-103
= [ cache
v O pp
= [] sow
= [ @System
[ cookie
[ soiv
~ O lib
v 0O

3

Basenames
Dimames
Filemdss
Group
Instalitia
Name
Packages
Providename
Provideversion
Requirename
Requireversion
Shalheader
Sigmas

~ [ app

ooooOoOooO0ooOoogds

[ hep |

[~]

pp(avppen
Time of taking the first snapshot Fri 13 Jan 2012 01.01:06 PMCET
Time of taking the second snapshot Fri 13 Jan 2012 01:01:10 PMCET

‘Show the difference between first and second snapshot
Show the difierence between first snapshot and current system
Show the difierence between second snapshot and current system

File content was modified

--- /.snapshots/108/snapshot/var/1ib/zypp/SoftLocks 2012-0
+++ 7. snapshot /109 snapshot /var /1ib/zypp/SoTtlocks 2

0 -1,2 +1,2 0@

—# zypp::SoftlocksFile generated Thu Jan 12 23:10:46 2012

-
-neftp
-+

+# zypp::SoftLockeFile generated Fri Jan 13 13:01:08 2012
4

a m I D]

Restore from First | | Resiore from Second |

| cancel || Restore Selected |
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6 To restore a set of files, select the relevant files or directories by ticking the
respective check box. Click Restore Selected and confirm the action by clicking

Yes.

Restoring Files...

Deleted /usr/share/man/mani/ncfipget .0z
Deleted /usishare/man/maniincitpls 1.0z
Deleted /usrishare/man/mani/ncfipput.l.gz
Deleted jusr/share/man/manl/necfipspoolerl . gz
Narcache/zypplso'@ Systemicookie
farcachel/zyppisoi@ Systemisaly
farflibirppmiBasenames
farlibirpmiDirnames

NarflibimiFilemdss

fearllibirpmiGroup

farflibirpmiinstallitid

farflibirpmiMame

farlibirpmiPackages
Narflib/rpmiProvidename
fearllibirpmiProvideversion
farflibirpmiRequirename
fearlibirpmiRequireversion
farlibirpmiShal header
fearlibirpmiSigmdS

fvarllibizypp/SoftLocks

WA AT Ay

To restore a single file, activate its diff view by clicking on its name. Click
Restore From First and confirm your choice with Yes.

Procedure 4.2: Undoing changes using the snapper command

1 Geta list of YaST and Zypper snapshots by running snapper list -t pre-

post. YaST snapshots are labeled as yast module name in the Description

column; Zypper snapshots are labeled zypp

~ # snapper list -t pre-post

Pre # | Post # | Pre Date
______ e
4 | 5 | Tue Jan 10 14:39:14 2012
system_settings
65 | 66 | Thu Jan 12 17:18:10 2012
68 | 69 | Thu Jan 12 17:25:46 2012
73 | 74 | Thu Jan 12 17:32:55 2012
system_settings
75 | 76 | Thu Jan 12 17:33:56 2012
77 | 92 | Thu Jan 12 17:38:36 2012
83 | 84 | Thu Jan 12 22:10:33 2012
85 | 86 | Thu Jan 12 22:16:58 2012
88 | 89 | Thu Jan 12 23:10:42 2012
90 | 91 | Thu Jan 12 23:11:40 2012
108 | 109 | Fri Jan 13 13:01:06 2012
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(zypper).

| Post Date
e
Jan 10 14:39:33 2012
Jan 12 17:18:23
Jan 12 17:
Jan 12 17:33:13

2012
2012
2012

Jan 12 17:34:42
Jan 12
Jan 12 22:10:
Jan 12 22:17:
Jan 12
Jan 12
Jan 13 13:01:10

2012
2012
2012
2012
2012
2012
2012

Description

yast

zypp (zypper)
zypp (zypper)
yast

yast users

yast snapper
zypp (zypper)
zypp (zypper)
zypp (zypper)
zypp (zypper)
zypp (zypper)



2 Get alist of changed files for a snapshot pair with snapper status
PRE. . POST. Files with content changes are marked with c, files that have been
added are marked with + and deleted files are marked with -. The following
example shows a snapshot pair for the installation of the package ncftp.

~ # snapper status 108..109
+... /usr/bin/ncftp

/usr/bin/ncftpbatch
/usr/bin/ncftpget
/usr/bin/ncftpls

-]
/usr/share/man/manl/ncftpspooler.l.gz
/var/cache/zypp/solv/@System/cookie
/var/cache/zypp/solv/@System/solv
/var/lib/rpm/Basenames
/var/lib/rpm/Dirnames
/var/lib/rpm/Filemd5s
/var/lib/rpm/Group
/var/lib/rpm/Installtid
/var/lib/rpm/Name
/var/lib/rpm/Packages
/var/lib/rpm/Providename
/var/lib/rpm/Provideversion
/var/lib/rpm/Requirename
/var/lib/rpm/Requireversion
/var/lib/rpm/Shalheader
/var/lib/rpm/Sigmd5
/var/lib/zypp/SoftLocks

o000 o000000000+—+ + +

3 To display the diff for a certain file, run snapper diff PRE..POST
FILENAME. If you do not specify FTLENAME, a diff for all files will be
displayed.
~ # snapper diff 108..109 /var/lib/zypp/SoftLocks

——— /.snapshots/108/snapshot/var/lib/zypp/SoftLocks 2012-01-12
23:15:22.408009164 +0100

+++ /.snapshots/109/snapshot/var/lib/zypp/SoftLocks 2012-01-13
13:01:08.724009131 +0100

@@ -1,4 +1,2 @@

—# zypp::SoftLocksFile generated Thu Jan 12 23:10:46 2012

—#

-ncftp

—#

+# zypp::SoftLocksFile generated Fri Jan 13 13:01:08 2012

+H#

4 To restore one or more files run snapper -v undochange PRE..POST
FILENAMES. If you do not specify a FTLENAMES, all changed files will be
restored.
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~ # snapper -v undochange 108..109
create:0 modify:16 delete:21
undoing change...
deleting /usr/share/man/manl/ncftpspooler.l.gz
deleting /usr/share/man/manl/ncftpput.l.gz
[...]
deleting /usr/bin/ncftpls
deleting /usr/bin/ncftpget
deleting /usr/bin/ncftpbatch
deleting /usr/bin/ncftp
modifying /var/cache/zypp/solv/@System/cookie
modifying /var/cache/zypp/solv/@System/solv
modifying /var/lib/rpm/Basenames
modifying /var/lib/rpm/Dirnames
modifying /var/lib/rpm/Filemd5s
modifying /var/lib/rpm/Group
modifying /var/lib/rpm/Installtid
modifying /var/lib/rpm/Name
modifying /var/lib/rpm/Packages
modifying /var/lib/rpm/Providename
modifying /var/lib/rpm/Provideversion
modifying /var/lib/rpm/Requirename
modifying /var/lib/rpm/Requireversion
modifying /var/lib/rpm/Shalheader
modifying /var/lib/rpm/Sigmd5
modifying /var/lib/zypp/SoftLocks
undoing change done

4.2.2 Using Snapper to Restore Files from
Hourly Backups

Apart from the YaST and Zypper snapshots, Snapper creates hourly snapshots of the
system partition (/). You can use these backup snapshots to restore files that have
accidentally been deleted or modified beyond recovery. By making use of Snapper's
diff feature you can also find out which modifications have been made at a certain
point of time.

Hourly backup snapshots are of the type Single and are marked with the
description t imeline. To restore files from these snapshots proceed as described
in Procedure 4.1, “Undoing changes using the YaST Snapper module” (page 30)
or Procedure 4.2, “Undoing changes using the snapper command” (page 32).
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NOTE: Storage Time of Snapshots

By default, the first snapshot of the last ten days, months, and
years are kept. For details see Example 4.1, “Example time line
configuration” (page 37).

4.2.3 Creating and Modifying Snapper
Configurations

The way Snapper behaves is defined in a config file that is specific for each
partition or Bt r£s subvolume. These config files reside under /etc/snapper/
configs/. The default config installed with Snapper for the / directory is named
root. It creates and manages the YaST and Zypper snapshots as well as the hourly
backup snapshot for /.

You may create your own configurations for other partitions formatted with Btrfs
or existing subvolumes on a Bt r £ s partition. In the following example we will

set up a Snapper configuration for backing up the Web server data residing on a
separate, Bt r f s-formatted partition mounted at /srv/www.

You can use either snapper itself or the YaST Snapper module to restore files
from these snapshots. In YaST you need to select your Current Configuration,
while you need to specify your config for snapper with the global switch —c (e.g.
snapper —-c myconfig list).

To create a new Snapper configuration, run snapper create-config:

snapper -c www-data@ create-config
/srv/www®

© Name of config file.
®  Mount point of the partition or Bt r £s subvolume to snapshot.

This command will create a new config file /etc/snapper/config-
templates/www—data with reasonable default values (taken from /etc/
snapper/config-templates/default).

TIP: Config Defaults

Default values for a new config are taken from /etc/snapper/config-
templates/default. To use your own set of defaults, create a copy of
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this file in the same directory and adjust it to your needs. To use it, specify
the -t option with the create-config command:

snapper -c www-data create-config -t my_defaults /srv/www

4.2.3.1 Adjusting the Config File

To adjust the config file, you need to modify it with an editor. It contains key/value
pairs in the form of key=value. You may only change the value.

SUBVOLUME
Mount point of the partition or subvolume to snapshot. Do not change.

FSTYPE
File system type of the partition. Do not change.

NUMBER_CLEANUP
Defines whether to automatically delete old snapshots when the total snapshot
count exceeds a number specified with NUMBER_LIMIT and an age specified
with NUMBER_MIN_AGE. Valid values: yes, no

NOTE: Limit and Age

NUMBER_LIMIT and NUMBER_MIN_AGE are always evaluated both.
Snapshots are only deleted when both conditions are met. If you
always want to keep a certain number of snapshots regardless of their
age, set NUMBER_MIN_AGE to 0. On the other hand, if you do not want
to keep snapshots beyond a certain age, set NUMBER_LIMIT to 0.

NUMBER_LIMIT
Defines how many snapshots to keep if NUMBER_CLEANUP is set to yes.

NUMBER_MIN_AGE
Defines the minimum age in seconds a snapshot must have before it can
automatically be deleted.

TIMELINE_CREATE
If set to yes, hourly snapshots are created.This is currently the only way
to automatically create snapshots, therefore setting it to yes is strongly
recommended. Valid values: yes, no
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TIMELINE_CLEANUP
Defines whether to automatically delete old snapshots when the snapshot count
exceeds a number specified with the TTMELINE_LIMIT_* options and an age
specified with TIMELINE_MIN_AGE. Valid values: yes, no

TIMELINE_MIN_AGE
Defines the minimum age in seconds a snapshot must have before it can
automatically be deleted.

TIMELINE_LIMIT_HOURLY, TIMELINE_LIMIT DAILY,
TIMELINE_LIMIT_ MONTHLY, TIMELINE_LIMIT_YEARLY
Number of snapshots to keep for hour, day, month, year.

Example 4.1: Example time line configuration

TIMELINE_CREATE="yes"
TIMELINE_CLEANUP="yes"
TIMELINE_MIN_AGE="1800"
TIMELINE_LIMIT_HOURLY="10"
TIMELINE_LIMIT_DAILY="10"
TIMELINE_LIMIT_MONTHLY="10"
TIMELINE_LIMIT_YEARLY="10"

This example configuration enables hourly snapshots which are automatically
cleaned up. TIMELINE_MIN_AGE and TIMELINE_LIMIT_* are always
evaluated both. In this example, the minimum age of a snapshot, before

it can be deleted is set to 30 minutes (1800 seconds). Since we create

hourly snapshots, this ensures that only the latest snapshots are kept. If
TIMELINE_LIMIT_DAILY is setto not zero, this means that the first snapshot
of the day is kept, too.

Snapshots to be Kept
* Hourly: The last ten snapshots that have been made.

* Daily: The first daily snapshot that has been made is kept for the last ten
days.

* Monthly: The first snapshot made on the last day of the month is kept for
the last ten months.

¢ Yearly: The first snapshot made on the last day of the year is kept for the
last ten years.
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4.2.3.2 Using Snapper as Regular User

By default Snapper can only be used by root. However, there are cases in which
certain groups or users need to be able to create snapshots or undo changes by
reverting to a snapshot:

* a website administrator wants to snapshot /srv/www.
* adatabase administrator wants to snapshot the databases.
* auser wants to snapshot her home directory.

For these purposes Snapper configurations that grant permissions to users or/and
groups can be created. In addition to this configuration change, the corresponding
. snapshots directory needs to be readable and accessible by the specified users.

Procedure 4.3: Enabling Regular Users to Use Snapper
Note that all steps in this procedure need to be run by root.

1 If not existing, create a Snapper configuration for the partition or subvolume on
which the user should be able to use Snapper. Refer to Section 4.2.3, “Creating
and Modifying Snapper Configurations” (page 35) for instructions. Example:

snapper —-config web_data create /srv/www

2 The configuration file is created under /etc/snapper/configs/NAME,
where NAME is the value you specified with ~c¢/--config in the previous step
(for example /etc/snapper/configs/web_data). Adjust it according
to your needs; see Section 4.2.3.1, “Adjusting the Config File” (page 36) for
details.

3 Set values for ALLOW_USERS and/or ALLOW_GROUPS to grant permissions to
users and/or groups, respectively. Multiple entries need to be separated by Space.
To grant permissions to the user www_admin for example, enter:

ALLOW_USERS="www_admin"

4 Grant read and access permissions on the snapshot directory PATH/.snapshots.
PATH s to be replaced by the subvolume you specified in the first step of this
procedure. Example:

chmod a+rx /srv/www/.snapshots
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The given Snapper configuration can now be used by the specified user(s) and/or
group(s). You can test it with the 11 st command, for example:

www_admin:~ > snapper -c web_data list

4.2.4 Disabling Automatic Snapshots

If you have set up the root partition with Bt r fs during the installation, Snapper
automatically creates hourly snapshots of the system, as well as pre- and post-
snapshots for YaST and zypper transactions. Each of these tasks can be disabled as
follows:

Disabling hourly snapshots
Edit /etc/snapper/configs/root and set TIMELINE_CREATE to no:

TIMELINE_CREATE="no"

Disabling Zypper snapshots
Uninstall the package snapper-zypp-plugin

Disabling YaST snapshots
Edit /etc/sysconfig/yast2 and set USE_SNAPPER to no:

USE_SNAPPER="no"

4.3 Manually Creating and
Managing Snapshots

Snapper is not restricted to creating and managing snapshots automatically by
configuration; you can also create snapshot pairs (“before and after””) or single
snapshots manually using either the command line tool or the YaST module.

All Snapper operations are carried out for an existing configuration (see

Section 4.2.3, “Creating and Modifying Snapper Configurations” (page 35)

for details). You can only snapshot partitions or volumes for which a configuration
exists. By default the system configuration (root) is used. If you want to create
or manage snapshots for your own configuration you need to explicitly choose it.
Use the Current Configuration drop-down menu in YaST or specify the —c on the
command line (snapper —-c¢ MYCONFIG COMMAND).
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4.3.1 Snapshot Metadata

Each snapshot consists of the snapshot itself and some metadata. When creating
a snapshot you also need to specify the metadata. Modifying a snapshot means
changing its metadata—you cannot modify its content. The following metadata is
available for each snapshot:

* Type: Snapshot type, see Section 4.3.1.1, “Snapshot Types” (page 40) for
details. This data cannot be changed.

* Number: Unique number of the snapshot. This data cannot be changed.

* Pre Number: Specifies the number of the corresponding pre snapshot. For
snapshots of type post only. This data cannot be changed.

* Description: A description of the snapshot.

» Userdata: An extended description where you can specify custom data in the form
of a comma-separated key=value list: reason=testing_stuff, user=tux

* Cleanup-Algorithm: Cleanup-algorithm for the snapshot, see Section 4.3.1.2,
“Cleanup-algorithms” (page 41) for details.

4.3.1.1 Snapshot Types

Snapper knows three different types of snapshots: pre, post, and single. Physically
they do not differ, but Snapper handles them differently.

pre
Snapshot of a file system before a modification. Each pre snapshot has got
a corresponding post snapshot. Used e.g. for the automatic YaST/zypper
snapshots.

post
Snapshot of a file system after a modification. Each post snapshot has got
a corresponding pre snapshot. Used e.g. for the automatic YaST/zypper
snapshots.

single

Stand-alone snapshot. Used e.g. for the automatic hourly snapshots. This is the
default type when creating snapshots.
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4.3.1.2 Cleanup-algorithms

Snapper provides three algorithms to clean up old snapshots. The algorithms are
executed in a daily cron-job. The cleanup-frequency itself is defined in the Snapper
configuration for the partition or subvolume (see Section 4.2.3.1, “Adjusting the
Config File” (page 36) for details).

number
Deletes old snapshots when a certain snapshot count is reached.

time line
Deletes old snapshots having passed a certain age, but keeps a number of hourly,
daily, monthly, and yearly snapshots.

empty-pre-post
Deletes pre/post snapshot pairs with empty diffs.

4.3.2 Creating Snapshots

Creating a snapshot is done by running snapper create or by clicking Create in
the YaST module Snapper. The following examples explain how to create snapshots
from the command line. It should be easy to adopt them when using the YaST
interface.

TIP: Snapshot Description

You should always specify a meaningful description in order to later be
able to identify its purpose. Even more information can be specified via the
user data option.

snapper create —--description "Snapshot for week 2 2013"
Creates a stand-alone snapshot (type single) for the default (root) configuration
with a description. Because no cleanup-algorithm is specified, the snapshot will
never be deleted automatically.

snapper —--config home create —--description "Cleanup in
~tux"
Creates a stand-alone snapshot (type single) for a custom configuration named
home with a description. Because no cleanup-algorithm is specified, the
snapshot will never be deleted automatically.
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snapper —-config home create —--description "Daily data
backup" --cleanup-algorithm timeline
Creates a stand-alone snapshot (type single) for a custom configuration named
home with a description. The file will automatically be deleted when it meets the
criteria specified for the time line cleanup-algorithm in the configuration.

snapper create —--type pre—-—-print-number--description
"Before the Apache config cleanup"
Creates a snapshot of the type pre and prints the snapshot number. First
command needed to create a pair of snapshots used to save a “before” and
“after” state.

snapper create —--type post--pre-number 30--description
"After the Apache config cleanup"
Creates a snapshot of the type post paired with the pre snapshot number 30.
Second command needed to create a pair of snapshots used to save a “before”
and “after” state.

snapper create —--command COMMAND--description "Before and
after COMMAND"
Automatically creates a snapshot pair before and after running COMMAND. This
option is only available when using snapper on the command line.

4.3.3 Modifying Snapshot Metadata

Snapper allows you to modify the description, the cleanup algorithm, and the
userdata of a snapshot. All other metadata cannot be changed. The following
examples explain how to modify snapshots from the command line. It should be easy
to adopt them when using the YaST interface.

To modify a snapshot on the command line, you need to know its number. Use
snapper list to display all snapshots and their numbers.

The YaST Snapper module already lists all snapshots. Choose one from the list and
click Modify.

snapper modify --cleanup-algorithm "timeline" 10
Modifies the metadata of snapshot 10 for the default (root) configuration. The
cleanup algorithm is set to timeline.
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snapper —--config home modify —--description "daily backup"
—cleanup-algorithm "timeline"120
Modifies the metadata of snapshot 120 for a custom configuration named home.
A new description is set and the cleanup algorithm is unset.

4.3.4 Deleting Snapshots

To delete a snapshot with the YaST Snapper module, choose a snapshot from the list
and click Delete.

To delete a snapshot with the command line tool, you need to know its number.
Get it by running snapper list. To delete a snapshot, run snapper delete
NUMBER.

TIP: Deleting Snapshot Pairs

When deleting a pre snapshot, you should always delete its corresponding
post snapshot (and vice versa).

snapper delete 65
Deletes snapshot 65 for the default (root) configuration.

snapper —-c home delete 89 90
Deletes snapshots 89 and 90 for a custom configuration named home.

TIP: Old Snapshots Occupy More Disk Space

If you delete snapshots in order to free space on your hard disk (see
Section 4.1.1, “Snapshots and Disk Space” (page 28) for details), make
sure to delete old snapshots first. The older a snapshot is, the more disk
space it occupies.

Snapshots are also automatically deleted by a daily cron-job. Refer to
Section 4.3.1.2, “Cleanup-algorithms” (page 41) for details.

4.4 Limitations

Although being ready for production, Bt r £s as well as Snapper are constantly
developed further. The following limitations exist at the moment. It is planned to
solve these issues in future releases.
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4.4.1 Data Consistency

There is no mechanism to ensure data consistency when creating snapshot. Whenever
a file is written (e.g. a database) at the same time the snapshot is created, it will result
in a broken or partly written file. Restoring such a file will cause problems. Therefore
it is strongly recommended to always closely review the list of changed files and
their diffs. Only restore files that really need to belonging to the action you want to
roll back.

4.4.2 Reverting User Additions

Usually /home resides on a separate partition. Such a separate partition is not part
of the default configuration for doing YaST rollbacks. Therefore the user's home
partition will not be deleted when reverting a user addition using Snapper. It is
strongly recommended to use the YaST User and Group Management tool to remove
users.

4.4.3 No Rollback on /boot and Boot
Loader Changes

Currently SUSE Linux Enterprise Server cannot boot from Bt r £ s partitions.
Therefore a separate partition for /boot is created upon the installation when
using Bt rf£'s for the system partition. Since /boot does not support snapshots, the
following restrictions apply for YaST/zypper rollbacks:

no rollback for any configuration changes on the boot loader
The only file that can be rolled back is the boot loader configuration file in /
et c. The main configuration files reside under /boot and cannot be rolled
back.

no complete rollback for Kernel installations
The Kernel itself and its initrd are installed in the /boot partition, whereas
Kernel modules or sources are installed in /var/1ib and /usr/src,
respectively. Furthermore, each Kernel installation also changes the boot loader
configuration files in /boot. So whenever you do a rollback that involves undoing
a Kernel installation, you need to manually remove the Kernel and its initrd
from /boot and adjust the boot loader configuration by removing the boot entry
for the Kernel.
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4.5 Frequently Asked Questions

Why does Snapper Never Show Changes in /var/log, /tmp and Other
Directories?
For some directories we decided to disable “snapshotting”, e.g. /var/log
since reverting logs makes searching for problems difficult. To exclude a path
from “snapshotting” we create a subvolume for that path. The following mount
points are excluded from “snapshotting” on SUSE Linux Enterprise Server:
e /opt
e /srv
* /tmp
* /var/crash
e /var/log
e /var/run
e /var/spool

e /var/tmp

Can I Boot a Snapshot from the Boot Loader?
This is currently not possible. The boot loader on SUSE Linux Enterprise Server
currently does not support booting from a Bt r£s partition.

4.6 Using Snapper on Thin-
Provisioned LVM Volumes

Apart from snapshots on Bt r f£'s file systems, snapper also supports “snapshotting”
on thin-provisioned LVM volumes (snapshots on regular LVM volumes are

not supported) formatted with ext3 or XFS. For more information and setup
instructions, refer to Section “LVM Configuration” (Chapter 15, Advanced Disk
Setup, TDeployment Guide).
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In order to use Snapper on a thin-provisioned LVM volume you need to create a
Snapper configuration for it. On LVM it is required to specify the file system with
——fstype=1lvm (FILESYSTEM) . To date ext3 and XFS are supported, so ext 3
or xfs are valid values for FTLESYSTEM. Example:

snapper —-c lvm create-config —-fstype="lvm(xfs)" /thin_lvm
You can adjust this configuration according to your needs as described in
Section 4.2.3.1, “Adjusting the Config File” (page 36). Now you can use

Snapper to create and manage snapshots, to restore files, and undo changes as
described above.
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Remote Access with VNC

Virtual Network Computing (VNC) enables you to control a remote computer
via a graphical desktop (as opposed to a remote shell access). VNC is platform-
independent and lets you access the remote machine from any operating system.

SUSE Linux Enterprise Server supports two different kinds of VNC sessions: One-
time sessions that “live” as long as the VNC connection from the client is kept up,
and persistent sessions that “live” until they are explicitly terminated.

NOTE: Session Types

A machine can offer both kinds of sessions simultaneously on different
ports, but an open session cannot be converted from one type to the other.

5.1 One-time VNC Sessions

A one-time session is initiated by the remote client. It starts a graphical login screen
on the server. This way you can choose the user which starts the session and, if
supported by the login manager, the desktop environment. Once you terminate the
client connection to such a VNC session, all applications started within that session
will be terminated, too. One-time VNC sessions cannot be shared, but it is possible to
have multiple sessions on a single host at the same time.

Procedure 5.1: Enabling One-time VNC Sessions

1 Start YaST > Network Services > Remote Administration (VNC).
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2 Check Allow Remote Administration.

3 If necessary, also check Open Port in Firewall (for example, when your network
interface is configured to be in the External Zone). If you have more than one
network interface, restrict opening the firewall ports to a specific interface via
Firewall Details.

4 Confirm your settings with Finish.

5 In case not all needed packages are available yet, you need to approve the
installation of missing packages.

NOTE: Available Configurations

The default configuration on SUSE Linux Enterprise Server serves
sessions with a resolution of 1024x768 pixels at a color depth of 16-
bit. The sessions are available on ports 5901 for “regular” VNC viewers
(equivalent to VNC display 1) and on port 5801 for Web browsers.

Other configurations can be made available on different ports, see
Section 5.1.2, “Configuring One-time VNC Sessions” (page 49).

VNC display numbers and X display numbers are independent in one-

time sessions. A VNC display number is manually assigned to every
configuration that the server supports (:1 in the example above). Whenever
a VNC session is initiated with one of the configurations, it automatically
gets a free X display number.

5.1.1 Initiating a One-time VNC Session

To initiate a one-time VNC session, a VNC viewer must be installed on the client
machine. The standard viewer on SUSE Linux products is vncviewer, provided
by the package t ightvnc. You may also view a VNC session using your Web
browser and a Java applet.

To start your VNC viewer and initiate a session with the server's default
configuration, use the command:

vncviewer jupiter.example.com:1
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Instead of the VNC display number you can also specify the port number with two
colons:

vncviewer jupiter.example.com::5901

Alternatively use a Java-capable Web browser to view the VNC session by entering
the following URL: http://Jjupiter.example.com:5801

5.1.2 Configuring One-time VNC Sessions

You can skip this section, if you do not need or want to modify the default
configuration.

One-time VNC sessions are started via the xinetd daemon. A configuration

file is located at /et c/xinetd.d/vnc. By default it offers six configuration
blocks: three for VNC viewers (vncl to vnc3), and three serving a Java applet
(vnchttpdl to vichttpd3). By default only vncl and vnchttpdl are active.

To activate a configuration, comment the line disable = yes with a # character
in the first column, or remove that line completely. To deactivate a configuration
uncomment or add that line.

The Xvnc server can be configured via the server_args option—see Xnvc ——
help for a list of options.

When adding custom configurations, make sure they are not using ports that are
already in use by other configurations, other services, or existing persistent VNC
sessions on the same host.

Activate configuration changes by entering the following command:

rcxinetd reload

IMPORTANT: Firewall and VNC Ports

When activating Remote Administration as described in Procedure 5.1,
“Enabling One-time VNC Sessions” (page 47), the ports 5801 and

5901 are opened in the firewall. If the network interface serving the

VNC sessions is protected by a firewall, you need to manually open the
respective ports when activating additional ports for VNC sessions. See
Chapter 15, Masquerading and Firewalls (T Security Guide) for instructions.
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5.2 Persistent VNC Sessions

A persistent VNC session is initiated on the server. The session and all applications
started in this session run regardless of client connections until the session is
terminated.

A persistent session can be accessed from multiple clients simultaneously. This is
ideal for demonstration purposes where one client has full access and all other clients
have view-only access. Another usecase are trainings where the trainer might need
access to the trainee's desktop. However, most of the times you probably do not want
to share your VNC session.

In contrast to one-time sessions that start a display manager, a persistent session
starts a ready-to operate desktop that runs as the user that started the VNC session.

Access to persistent sessions is protected by two possible types of passwords:
 aregular password that grants full access or

* an optional view-only password that grants a non-interactive (view-only) access.
A session can have multiple client connections of both kinds at once.

Procedure 5.2: Starting a Persistent VNC Session

1 Open a shell and make sure you are logged in as the user that should own the
VNC session.

2 If the network interface serving the VNC sessions is protected by a firewall, you
need to manually open the port used by your session in the firewall. If starting
multiple sessions you may alternatively open a range of ports. See Chapter 15,
Masquerading and Firewalls (1Security Guide) for details on how to configure the
firewall.

vncserver uses the ports 5901 for display : 1, 5902 for display : 2, and so
on. For persistent sessions, the VNC display and the X display usually have the
same number.

3 To start a session with a resolution of 1024x769 pixel and with a color depth of
16-bit, enter the following command:

vncserver —geometry 1024x768 —-depth 16
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The vncserver command picks an unused display number when none is given
and prints out its choice. See man 1 vncserver for more options.

When running vncviewer for the first time, it asks for a password for full access
to the session. If needed, you can also provide a password for view-only access to the
session.

The password(s) you are providing here are also used for future sessions started by
the same user. They can be changed with the vncpasswd command.

IMPORTANT: Security Considerations

Make sure to use strong passwords of significant length (eight or more
characters). Do not share these passwords.

VNC connections are unencrypted, so people who can sniff the network(s)
between the two machines can read the password when it gets transferred
at the beginning of a session.

To terminate the session shut down the desktop environment that runs inside the
VNC session from the VNC viewer as you would shut it down if it was a regular
local X session.

If you prefer to manually terminate a session, open a shell on the VNC server and
make sure you are logged in as the user that owns the VNC session you want to
terminate. Run the following command to terminate the session that runs on display
:1l:vncserver —-kill :1

5.2.1 Connecting to a Persistent VNC
Session

To connect to a persistent VNC session, a VNC viewer must be installed. The
standard viewer on SUSE Linux products is vncviewer, provided by the package
tightvnc. You may also view a VNC session using your Web browser and a Java
applet.

To start your VNC viewer and connect to display : 1 of the VNC server, use the
command
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vncviewer jupiter.example.com:1

Instead of the VNC display number you can also specify the port number with two
colons:

vncviewer jupiter.example.com::5901

Alternatively use a Java-capable Web browser to view the VINC session by entering
the following URL: http://Jjupiter.example.com:5801

5.2.2 Configuring Persistent VNC
Sessions

Persistent VNC sessions can be configured by editing $SHOME / . vnc/xstartup.
By default this shell script starts an xt erm and the t wm Window Manager. To
start either GNOME or KDE instead, replace the line starting t wm with one of the
following:

/usr/bin/gnome # GNOME
/usr/bin/startkde # KDE

NOTE: One Configuration for Each User

Persistent VNC sessions are configured in a single per-user configuration.
Multiple sessions started by a user will all use the same start-up and
password files.
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Managing Software with
Command Line Tools

This chapter describes Zypper and RPM, two command line tools for
managing software. For a definition of the terminology used in this context (for
example, repository, patch, or update) refer to Section “Definition of
Terms” (Chapter 9, Installing or Removing Software, TDeployment Guide).

6.1 Using Zypper

Zypper is a command line package manager for installing, updating and removing
packages as well as for managing repositories. Zypper's syntax is similar to that of
rug. In contrast to rug, Zypper does not require the zmd daemon to run behind the
scenes. For more information about rug compatibility, see man zypper, section
“COMPATIBILITY WITH RUG”. It is especially useful for accomplishing remote
software management tasks or managing software from shell scripts.

6.1.1 General Usage

The general syntax of Zypper is:

zypper [global-options]command[command-options] [arguments] ...

The components enclosed in brackets are not required. The simplest way to execute
Zypper is to type its name, followed by a command. For example, to apply all needed
patches to the system type:

zypper patch
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Additionally, you can choose from one or more global options by typing them just
before the command. For example, ——non-interactive means running the
command without asking anything (automatically applying the default answers):

zypper —-non-interactive patch

To use the options specific to a particular command, type them right after the
command. For example, ——auto-agree-with-1licenses means applying
all needed patches to the system without asking to confirm any licenses (they will
automatically be accepted):

zypper patch --auto-agree-with-licenses

Some commands require one or more arguments. When using the install command,
for example, you need to specify which package(s) to install:
zypper install mplayer

Some options also require an argument. The following command will list all known
patterns:

zypper search -t pattern

You can combine all of the above. For example, the following command will install
the mplayer and amarok packages from the factory repository while being
verbose:

zypper -v install --from factory mplayer amarok

The ——from option makes sure to keep all repositories enabled (for solving any
dependencies) while requesting the package from the specified repository.

Most Zypper commands have a dry—run option that does a simulation of the given
command. It can be used for test purposes.

zypper remove —--dry-run MozillaFirefox

Zypper supports the global ——userdata string option for transaction
identification purposes. The user-defined string is passed to Zypper history logs in /
var/log/zypp/history and Snapper.

zypper —--userdata string patch

6.1.2 Installing and Removing Software
with Zypper

To install or remove packages use the following commands:

zypper install package_name
zypper remove package_name
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Zypper knows various ways to address packages for the install and remove
commands:

by the exact package name (and version number)

zypper install MozillaFirefox

or
zypper install MozillaFirefox-3.5.3

by repository alias and package name

zypper install mozilla:MozillaFirefox
Where mozilla is the alias of the repository from which to install.

by package name using wild cards
The following command will install all packages that have names starting with
“Moz”. Use with care, especially when removing packages.
zypper install 'Moz*'

by capability
For example, if you would like to install a perl module without knowing the
name of the package, capabilities come in handy:

zypper install 'perl (Time::ParseDate)'

by capability and/or architecture and/or version
Together with a capability you can specify an architecture (such as 1586 or
x86_64) and/or a version. The version must be preceded by an operator: <

(Iesser than), <= (lesser than or equal), = (equal), >= (greater than or equal), >
(greater than).

zypper install 'firefox.x86_64"
zypper install 'firefox>=3.5.3"
zypper install 'firefox.x86_64>=3.5.3"

by path to the RPM file

You can also specify a local or remote path to a package:

zypper install /tmp/install/MozillaFirefox.rpm
zypper install http://download.opensuse.org/repositories/mozilla/
SUSE_Factory/x86_64/MozillaFirefox-3.5.3-1.3.x86_64.rpm

To install and remove packages simultaneously use the +/— modifiers. To install
emacs and remove vim simultaneously, use:

zypper install emacs -vim

To remove emacs and install vim simultaneously, use:

zypper remove emacs +vim
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To prevent the package name starting with the — being interpreted as a command
option, always use it as the second argument. If this is not possible, precede it with

zypper install -emacs +vim
zypper install vim -emacs
zypper install -- -emacs +vim
zypper remove emacs +vim

Wrong
Correct
same as above

H= o #

same as above

If (together with a certain package) you automatically want to remove any packages
that become unneeded after removing the specified package, use the ~——clean-
deps option:

rm package_name —--clean-deps

By default, Zypper asks for a confirmation before installing or removing a selected
package, or when a problem occurs. You can override this behavior using the ——
non—-interactive option. This option must be given before the actual command
(install, remove, and patch) as in the following:

zypper —-non-interactive install package_name

This option allows the use of Zypper in scripts and cron jobs.

WARNING: Do not Remove Mandatory System Packages

Do not remove packages such as glibc, zypper, kernel, or similar
packages. These packages are mandatory for the system and, if removed,
may cause the system to become unstable or stop working altogether.

6.1.2.1 Installing or Downloading Source
Packages

If you want to install the corresponding source package of a package, use:
zypper source-install package name

That command will also install the build dependencies of the specified package. If
you do not want this, add the switch —D. To install only the build dependencies use —
d.

zypper source-install -D package_name # source package only
zypper source-install -d package_name # build dependencies only

Of course, this will only work if you have the repository with the source packages
enabled in your repository list (it is added by default, but not enabled). See
Section 6.1.5, “Managing Repositories with zypper” (page 63) for details on
repository management.
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A list of all source packages available in your repositories can be obtained with:

zypper search -t srcpackage

You can also download source packages for all installed packages to a local
directory. To download source packages, use:

zypper source—download

The default download directory is /var/cache/zypper/source-download.
You can change it using the ——directory option. To only show missing or
extraneous packages without downloading or deleting anything, use the ——status
option. To delete extraneous source packages, use the ——delete option. To disable
deleting, use the ——no-delete option.

6.1.2.2 Utilities

To verify whether all dependencies are still fulfilled and to repair missing
dependencies, use:
zypper verify

In addition to dependencies that must be fulfilled, some packages “recommend”
other packages. These recommended packages are only installed if actually available
and installable. In case recommended packages were made available after the
recommending package has been installed (by adding additional packages or
hardware), use the following command:

zypper install-new-recommends

This command is very useful after plugging in a webcam or WLAN device. It will
install drivers for the device and related software, if available. Drivers and related
software are only installable if certain hardware dependencies are fulfilled.

6.1.3 Updating Software with Zypper

There are three different ways to update software using Zypper: by installing patches,
by installing a new version of a package or by updating the entire distribution. The
latter is achieved with the zypper dist-upgrade command which is discussed
in Section 6.1.4, “Distribution Upgrade with zypper” (page 60).

6.1.3.1 Installing Patches

To install all officially released patches applying to your system, just run:

Managing Software with Command Line Tools

57



58

zypper patch

In this case, all patches available in your repositories are checked for relevance

and installed, if necessary. After registering your SUSE Linux Enterprise Server
installation, an official update repository containing such patches will be added to
your system. The above command is all you must enter in order to apply them when
needed.

Zypper knows three different commands to query for the availability of patches:

zypper patch-check
Lists the number of needed patches (patches, that apply to your system but are
not yet installed)

~ # zypper patch-check

Loading repository data...

Reading installed packages...

5 patches needed (1 security patch)

zypper list-patches
Lists all needed patches (patches, that apply to your system but are not yet
installed)

~ # zypper list-patches
Loading repository data...
Reading installed packages...

Repository | Name | Version | Category | Status
———————————————————————————————————— R A
Updates for openSUSE 11.3 11.3-1.82 | lxsession | 2776 | security | needed

zypper patches
Lists all patches available for SUSE Linux Enterprise Server, regardless of
whether they are already installed or apply to your installation.

It is also possible to list and install patches relevant to specific issues. To list specific
patches, use the zypper list-patches command with the following options:

—-bugzilla[=number]
Lists all needed patches for Bugzilla issues. Optionally, you can specify a bug
number if you only want to list patches for this specific bug.

——cve [=number]
Lists all needed patches for CVE (Common Vulnerabilities and Exposures)
issues, or only patches matching a certain CVE number, if specified. By default,
only unapplied patches are listed. Use —a to list all.
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To install a patch for a specific Bugzilla or CVE issue, use the following commands:

zypper patch —--bugzilla=number

or

zypper patch —--cve=number

For example, to install a security patch with the CVE number CVE-2010-2713,
execute:

zypper patch --cve=CVE-2010-2713

6.1.3.2 Installing Updates

If a repository contains only new packages, but does not provide patches,
zypper patch does not show any effect. To update all installed packages with
newer available versions, use:

zypper update

To update individual packages, specify the package with either the update or install
command:

zypper update package_name
zypper install package_name

A list of all new installable packages can be obtained with the command:

zypper list-updates

Note that this command only packages lists packages that match the following
criteria:

* has the same vendor like the already installed package,

* is provided by repositories with at least the same priority than the already installed
package,

* isinstallable (all dependencies are satisfied).

A list of all new available packages (regardless whether installable or not) can be
obtained with:

zypper list-updates --all

To find out why a new package cannot be installed, just use the zypper install
or zypper update command as described above.
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6.1.3.3 Upgrading to a New Product Version

To easily upgrade your installation to a new product version (for example, from
SUSE Linux Enterprise Server 11 to SUSE Linux Enterprise Server 11 SP1,

first adjust your repositories to match the current SUSE Linux Enterprise Server
repositories. For details, refer to Section 6.1.5, “Managing Repositories with
zypper” (page 63). Then use the zypper dist-upgrade command with the
required repositories. This command ensures that all packages will be installed from
the repositories currently enabled. For detailed instructions, refer to Section 6.1.4,
“Distribution Upgrade with zypper” (page 60).

To restrict the distribution upgrade to packages from a certain repository while
considering also the other repositories for satisfying dependencies, use the ——from
option and specify the repository by either its alias, its number or URIL.

NOTE: Differences between zypper update and zypper dist-
upgrade

Choose zypper update to update packages to newer versions available
for your product version while maintaining system integrity. zypper
update will honor the following rules:

no vendor changes

no architecture changes
no downgrades

keep installed packages

When executing zypper dist-upgrade, all packages will be installed
from the repositories currently enabled. This rule is enforced, so packages
might change vendor or architecture or even might get downgraded. All
packages that have unfulfilled dependencies after the upgrade will be
uninstalled.

6.1.4 Distribution Upgrade with zypper

With the zypper command line utility you can upgrade to the next version of the
distribution. Most importantly, you can initiate the system upgrade process from
within the running system.
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This feature is attractive for advanced users who want to run remote upgrades or
upgrades on many similarly configured systems.

6.1.4.1 Before Starting the Upgrade with zypper

To avoid unexpected errors during the upgrade process using zypper, minimize
risky constellations.

Close as many applications and unneeded services as possible and log out all
regular users.

Disable third party repositories before starting the upgrade, or lower the priority of
these repositories to make sure packages from the default system repositories will

get preference. Enable them again after the upgrade and edit their version string to
match the version number of the distribution of the upgraded now running system.

Make sure to have the system registered. f this is not done already, it can either be
registered by using the Novell Customer Center Configuration module in YaST or
by using the suse_register commandline tool. This will add update sources
to the system.

WARNING: Perform Upgrades from Reboot

The upgrade process has to be done completely from beginning to reboot.
There is only a limited chance to revert changes. Furthermore, the server
has to be connected online during the whole process.

6.1.4.2 The Upgrade Procedure

WARNING: Check Your System Backup

Before actually starting the upgrade procedure, check that your system
backup is up-to-date and restorable. This is especially important because
you must enter many of the following steps manually.

The program zypper supports long and short command names. For example, you
can abbreviate zypper install as zypper in. In the following text, the short
variants are used.
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Log in as root and perform the following steps:

1 Refresh all services and repositories:
zypper ref -s

2 Install any package management updates:
zypper up -t patch

For more information, see Chapter 1, YaST Online Update (page 3).
3 Repeat Step 2 (page 62) to install all available updates for your system.

Sidenote: If you want o use the above command in a script for an unattended
upgrade, use the command:

zypper —-non-interactive patch --auto-agree-with-licenses --with-
interactive

4 Read the migration product informations from /etc/products.d/*.prod.
The installed products contain information about distribution upgrades and which
migration products should be installed to perform the migration. Install them with
the following commands:

4a Extract the product information:
zypper se -t product | grep -h —-- "-migration" | cut -d\| -f2

A sample output could be as follows:

SUSE_SLES-SP3-migration
sle-sdk—-SP3-migration

4b TInstall these migration products (example):
zypper in -t product sle-sdk-SP3-migration SUSE_SLES-SP3-migration

4c Register the products in order to get the corresponding update repositories:

suse_register -d 2 -L /root/.suse_register.log

WARNING: Enable Additional Repository for SLED Users

Some devel packages have been moved from the SLED11-
SP2 installation media to the SLED11-Extras repository. In
order to avoid dependency conflicts during upgrade, enable this
repository before performing the actual upgrade. Execute yast?2
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repositories and enable SLED11-Extras there. On SLES
this extra step is not needed.

5 Refresh services and repositores:

zypper ref -s

6 Check the repositories using zypper 1r.If needed, disable the SP1/SP2 Pool/
Core/Updates repositories manually and enable the new SP3 (SP3-Pool,
SP3-Updates) repositories:

zypper mr —--disable REPOALIAS
zypper mr —-enable REPOALIAS

7 Perform a dist upgrade by using the following command (example for SLES,
adjust catalog names in case SLED is updated):

zypper dup —--from SLES11-SP3-Pool —--from SLES11-SP3-Updates

You can add more catalogs here if needed, for example, in case addon products
are installed. Zypper will report that it will delete the migration product and
update the main products. Confirm the message to continue updating the rpm
packages.

8 After the upgrade is finished, register the new products again:

suse_register -d 2 -L /root/.suse_register.log

9 Reboot the system:

shutdown -r

6.1.5 Managing Repositories with zypper

All installation or patch commands of Zypper rely on a list of known repositories. To
list all repositories known to the system, use the command:

zZypper repos
The result will look similar to the following output:

Example 6.1: Zypper—List of Known Repositories
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# | Alias | Name
| Enabled | Refresh

e fom Fom—
1 | SUSE-Linux-Enterprise-Server 11-0 | SUSE-Linux-Enterprise-Server
11-0 | Yes | No
2 | SLES-11-Updates | SLES 11 Online Updates
| Yes | Yes
3 | broadcomdrv | Broadcom Drivers
| Yes | No

When specifying repositories in various commands, an alias, URI or repository
number from the zypper repos command output can be used. A repository alias
is a short version of the repository name for use in repository handling commands.
Note that the repository numbers can change after modifying the list of repositories.
The alias will never change by itself.

By default, details such as the URI or the priority of the repository are not displayed.
Use the following command to list all details:
zypper repos -—-d

Sometimes, the list contains a large number of repositories that are not enabled,
which might be confusing. To only show enabled repositories, use the following
command:

zypper repos —-E

6.1.5.1 Adding Repositories

WARNING: Possible System Compromise When Adding Repositories
with Zypper

By default, digests and signatures of packages from repositories provided
by SUSE are checked to ensure their integrity and origin. This “GPG
check” is enabled in the repository configuration file on the server that
provides the repository.

When adding a repository with the zypper ar command, this
configuration file is downloaded to /etc/zypp/repos.d. Zypper also
informs the user about GPG Check option:

GPG check: Yes

Always make sure that the GPG check output is set to “Yes”. If set
to “No” your system can possibly be compromised by, for example,
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package downgrades that re-introduce previously fixed vulnerabilities. It
is recommended not to trust repositories where this option is set to “No”.
In case you are sure that the GPG check was disabled by mistake, re-
enable the option by adding the following line to the respective repository
configuration file in /etc/zypp/repos.d:

gpgcheck=1

To add a repository, run

zypper addrepo URIalias

URT can either be an Internet repository, a network resource, a directory or a CD

or DVD (see http://en.opensuse.org/openSUSE: Libzypp_URIs for
details). The alias is a shorthand and unique identifier of the repository. You can
freely choose it, with the only exception that is has to be unique. Zypper will issue a
warning if you specify an alias that is already in use.

6.1.5.2 Removing Repositories

If you want to remove a repository from the list, use the command zypper
removerepo together with the alias or number of the repository you want to delete.
For example, to remove the repository listed as third entry in Example 6.1, “Zypper
—List of Known Repositories” (page 63), use the following command:

zypper removerepo 3

6.1.5.3 Modifying Repositories

Enable or disable repositories with zypper modifyrepo. You can also alter

the repository's properties (such as refreshing behavior, name or priority) with this
command. The following command will enable the repository named updates, turn
on auto-refresh and set its priority to 20:

zypper modifyrepo -er -p 20 'updates'

Modifying repositories is not limited to a single repository—you can also operate on
groups:

—a: all repositories
—1: local repositories
—t: remote repositories
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-m TYPE: repositories of a certain type (where TYPE can be one of the following:
http, https, ftp, cd, dvd, dir, file, cifs, smb, nfs, hd, iso)

To rename a repository alias, use the renamerepo command. The following
example changes the alias from Mozilla Firefox tojust firefox:

zypper renamerepo 'Mozilla Firefox' firefox

6.1.6 Querying Repositories and
Packages with Zypper

Zypper offers various methods to query repositories or packages. To get lists of all
products, patterns, packages or patches available, use the following commands:
zypper products

zypper patterns

zypper packages
zypper patches

To query all repositories for certain packages, use search. It works on package
names, or, optionally, on package summaries and descriptions. Using the wild cards
* and ? with the search term is allowed. By default, the search is not case-sensitive.

zypper search firefox # simple search for "firefox"

zypper search "*fire*" # using wild cards

zypper search -d fire # also search in package descriptions and
summaries

zypper search -u firefox # only display packages not already installed

To search for packages which provide a special capability, use the command what -
provides. For example, if you would like to know which package provides the
perl module SVN: : Core, use the following command:

zypper what-provides 'perl (SVN::Core)'

To query single packages, use info with an exact package name as an argument.
It displays detailed information about a package. To also show what is required/
recommended by the package, use the options ——requires and —-recommends:

zypper info —--requires MozillaFirefox

The what-provides packageis similarto rpm —-g —--whatprovides
package, but RPM is only able to query the RPM database (that is the database of
all installed packages). Zypper, on the other hand, will tell you about providers of the
capability from any repository, not only those that are installed.
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6.1.7 Configuring Zypper

Zypper now comes with a configuration file, allowing you to permanently

change Zypper's behavior (either system-wide or user-specific). For system-wide
changes, edit /etc/zypp/zypper .conf. For user-specific changes, edit
~/.zypper.conf.If ~/.zypper.conf does not yet exist, you can use /etc/
zypp/zypper.conf as template: copy itto ~/ . zypper.conf and adjust it to
your liking. Refer to the comments in the file for help about the available options.

6.1.8 Troubleshooting

In case you have problems to access packages from configured repositories (for
example, Zypper cannot find a certain package though you know that it exists in one
the repositories), it can help to refresh the repositories with:

zypper refresh

If that does not help, try

zypper refresh —-fdb

This forces a complete refresh and rebuild of the database, including a forced
download of raw metadata.

6.1.9 Zypper Rollback Feature on btrfs
File System

If the btrfs file system is used on the root partition and snapper is installed,
Zypper automatically calls snapper (via script installed by snapper) when
committing changes to the file system to create appropriate file system snapshots.
These snapshots can be used for reverting any changes made by zypper. For more
information about snapper, see man snapper.

Zypper (and YaST) currently only make snapshots of the root file system. Other
subvolumes cannot be configured. This feature is not supported on the default file
system.

6.2 RPM—the Package Manager
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RPM (RPM Package Manager) is used for managing software packages. Its main
commands are rpm and rpmbuild. The powerful RPM database can be queried by
the users, system administrators and package builders for detailed information about
the installed software.

Essentially, rpm has five modes: installing, uninstalling (or updating) software
packages, rebuilding the RPM database, querying RPM bases or individual RPM
archives, integrity checking of packages and signing packages. rpmbuild can be
used to build installable packages from pristine sources.

Installable RPM archives are packed in a special binary format. These archives
consist of the program files to install and certain meta information used during the
installation by rpm to configure the software package or stored in the RPM database
for documentation purposes. RPM archives normally have the extension . rpm.

TIP: Software Development Packages

For a number of packages, the components needed for software
development (libraries, headers, include files, etc.) have been put into
separate packages. These development packages are only needed if you
want to compile software yourself (for example, the most recent GNOME
packages). They can be identified by the name extension —-deve1l, such as
the packages alsa-devel, gimp—devel, and 1ibkde4—-devel.

6.2.1 Verifying Package Authenticity

RPM packages have a GPG signature. To verify the signature of an RPM package,
use the command rpm —--checksig package-1.2.3.rpmto determine
whether the package originates from Novell/SUSE or from another trustworthy
facility. This is especially recommended for update packages from the Internet.

6.2.2 Managing Packages: Install, Update,
and Uninstall

Normally, the installation of an RPM archive is quite simple: rpm -1
package . rpm. With this command the package is installed, but only if its
dependencies are fulfilled and if there are no conflicts with other packages. With
an error message, rpm requests those packages that need to be installed to meet
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dependency requirements. In the background, the RPM database ensures that no
conflicts arise—a specific file can only belong to one package. By choosing different
options, you can force rpm to ignore these defaults, but this is only for experts.
Otherwise, you risk compromising the integrity of the system and possibly jeopardize
the ability to update the system.

The options —~U or ——upgrade and -F or ——freshen can be used to update a
package (for example, rpm —-F package.rpm). This command removes the files
of the old version and immediately installs the new files. The difference between the
two versions is that —U installs packages that previously did not exist in the system,
but —-F merely updates previously installed packages. When updating, rpm updates
configuration files carefully using the following strategy:

* If a configuration file was not changed by the system administrator, rpm installs
the new version of the appropriate file. No action by the system administrator is
required.

* If a configuration file was changed by the system administrator before the update,
rpm saves the changed file with the extension . rpmorig or . rpmsave (backup
file) and installs the version from the new package (but only if the originally
installed file and the newer version are different). If this is the case, compare the
backup file (. rpmorig or . rpmsave) with the newly installed file and make
your changes again in the new file. Afterwards, be sure to delete all . rpmorig
and . rpmsave files to avoid problems with future updates.

* . rpmnew files appear if the configuration file already exists and if the
noreplace label was specified in the . spec file.

Following an update, . romsave and . rpmnew files should be removed after
comparing them, so they do not obstruct future updates. The . rpmorig extension is
assigned if the file has not previously been recognized by the RPM database.

Otherwise, . rpmsave is used. In other words, . rpmorig results from updating
from a foreign format to RPM. . rpmsave results from updating from an older RPM
to a newer RPM. . rpmnew does not disclose any information as to whether the
system administrator has made any changes to the configuration file. A list of these
files is available in /var/adm/rpmconfigcheck. Some configuration files (like
/etc/httpd/httpd.conf) are not overwritten to allow continued operation.

The —U switch is not just an equivalent to uninstalling with the —e option and
installing with the —1 option. Use —U whenever possible.
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To remove a package, enter rom —e package. rpm, which only deletes the
package if there are no unresolved dependencies. It is theoretically impossible to
delete Tcl/Tk, for example, as long as another application requires it. Even in this
case, RPM calls for assistance from the database. If such a deletion is, for whatever
reason, impossible (even if no additional dependencies exist), it may be helpful to
rebuild the RPM database using the option ——rebuilddb.

6.2.3 RPM and Patches

To guarantee the operational security of a system, update packages must be installed
in the system from time to time. Previously, a bug in a package could only be
eliminated by replacing the entire package. Large packages with bugs in small files
could easily result in this scenario. However the SUSE RPM offers a feature enabling
the installation of patches in packages.

The most important considerations are demonstrated using pine as an example:

Is the patch RPM suitable for my system?
To check this, first query the installed version of the package. For pine, this can
be done with

rpm —-q pine
pine-4.44-188

Then check if the patch RPM is suitable for this version of pine:
rpm —-gp —--basedon pine-4.44-224.i586.patch.rpm

pine = 4.44-188
pine = 4.44-195
pine = 4.44-207

This patch is suitable for three different versions of pine. The installed version in
the example is also listed, so the patch can be installed.

Which files are replaced by the patch?
The files affected by a patch can easily be seen in the patch RPM. The rpm
parameter —P allows selection of special patch features. Display the list of files
with the following command:
rpm —gpPl pine-4.44-224.i586.patch.rpm
/etc/pine.conf

/etc/pine.conf.fixed
/usr/bin/pine

or, if the patch is already installed, with the following command:
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rpm —-gPl pine
/etc/pine.conf
/etc/pine.conf.fixed
/usr/bin/pine

How can a patch RPM be installed in the system?
Patch RPMs are used just like normal RPMs. The only difference is that a
suitable RPM must already be installed.

Which patches are already installed in the system and for which package versions?
A list of all patches installed in the system can be displayed with the command
rpm —gPa. If only one patch is installed in a new system (as in this example),
the list appears as follows:

rpm —gPa
pine-4.44-224

If, at a later date, you want to know which package version was originally
installed, this information is also available in the RPM database. For pine, this
information can be displayed with the following command:

rpm —-q —-basedon pine
pine = 4.44-188

More information, including information about the patch feature of RPM, is available
in the man pages of rpm and rpmbuild.

NOTE: Official Updates for SUSE Linux Enterprise Server

In order to make the download size of updates as small as possible, official
updates for SUSE Linux Enterprise Server are not provided as Patch
RPMs, but as Delta RPM packages. For details, see Section 6.2.4, “Delta
RPM Packages” (page 71).

6.2.4 Delta RPM Packages

Delta RPM packages contain the difference between an old and a new version of an
RPM package. Applying a delta RPM onto an old RPM results in a completely new
RPM. It is not necessary to have a copy of the old RPM because a delta RPM can
also work with an installed RPM. The delta RPM packages are even smaller in size
than patch RPMs, which is an advantage when transferring update packages over the
Internet. The drawback is that update operations with delta RPMs involved consume
considerably more CPU cycles than plain or patch RPMs.
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The prepdeltarpm, writedeltarpm and applydeltarpm binaries are

part of the delta RPM suite (package deltarpm) and help you create and apply
delta RPM packages. With the following commands, create a delta RPM called
new.delta.rpm. The following command assumes that o1d . rpm and new. rpm
are present:

prepdeltarpm -s seq -i info old.rpm > old.cpio
prepdeltarpm —-f new.rpm > new.cpio

xdelta delta -0 old.cpio new.cpio delta
writedeltarpm new.rpm delta info new.delta.rpm

Finally, remove the temporary working files o1d.cpio, new.cpio, and delta.

Using applydeltarpm, you can reconstruct the new RPM from the file system if
the old package is already installed:

applydeltarpm new.delta.rpm new.rpm

To derive it from the old RPM without accessing the file system, use the —r option:

applydeltarpm -r old.rpm new.delta.rpm new.rpm

See /usr/share/doc/packages/deltarpm/README for technical details.

6.2.5 RPM Queries

With the —g option rpm initiates queries, making it possible to inspect an RPM
archive (by adding the option —p) and also to query the RPM database of installed
packages. Several switches are available to specify the type of information required.
See Table 6.1, “The Most Important RPM Query Options” (page 72).

Table 6.1: The Most Important RPM Query Options

-1 Package information
-1 File list
-f FILE Query the package that contains

the file FTLE (the full path must be
specified with FTLE)

-s File list with status information
(implies —1)
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-d List only documentation files
(implies —1)

-C List only configuration files (implies
-1)

——dump File list with complete details (to be
used with -1, —c, or —d)

-—provides List features of the package that
another package can request with ——
requires

-—-requires, -R Capabilities the package requires

-—scripts Installation scripts (preinstall,

postinstall, uninstall)

For example, the command rpm —-g -i wget displays the information shown in
Example 6.2, “rpm -q -1 wget” (page 73).

Example 6.2: rpm -q -i wget

Name ¢ wget Relocations: (not relocatable)

Version 0 1.11.4 Vendor: openSUSE

Release : 1.70 Build Date: Sat 01 Aug 2009
09:49:48 CEST

Install Date: Thu 06 Aug 2009 14:53:24 CEST Build Host: buildl8
Group : Productivity/Networking/Web/Utilities Source RPM:
wget-1.11.4-1.70.src.rpm

Size : 1525431 License: GPL v3 or later
Signature : RSA/8, Sat 01 Aug 2009 09:50:04 CEST, Key ID b88b2fd43dbdc284

Packager : http://bugs.opensuse.org

URL : http://www.gnu.org/software/wget/

Summary : A Tool for Mirroring FTP and HTTP Servers

Description

Wget enables you to retrieve WWW documents or FTP files from a server.
This can be done in script files or via the command line.

[...]

The option —-f only works if you specify the complete filename with its full path.
Provide as many filenames as desired. For example, the following command
rpm —q —-f /bin/rpm /usr/bin/wget

results in:
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rpm-4.8.0-4.3.x86_64
wget-1.11.4-11.18.x86_64

If only part of the filename is known, use a shell script as shown in Example 6.3,
“Script to Search for Packages” (page 74). Pass the partial filename to the script
shown as a parameter when running it.

Example 6.3: Script to Search for Packages

#! /bin/sh

for i in $(rpm -g -a -1 | grep $1); do
echo "\"$i\" is in package:"
rpm -q -f $1i
echo nn

done

The command rpm —-g --changelog rpmdisplays a detailed list of change
information about a specific package (in this case, the rpmpackage), sorted by date.

With the help of the installed RPM database, verification checks can be made.
Initiate these with -V, —y or ——verify. With this option, rpm shows all files in a
package that have been changed since installation. rpm uses eight character symbols
to give some hints about the following changes:

Table 6.2: RPM Verify Options

5 MDS5 check sum

S File size

L Symbolic link

T Modification time

D Major and minor device numbers
U Owner

G Group

M Mode (permissions and file type)

In the case of configuration files, the letter c is printed. For example, for changes to
/etc/wgetrc (wget package):
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rpm -V wget
5.5....T ¢ /etc/wgetrc

The files of the RPM database are placed in /var/1lib/rpm. If the partition /
usr has a size of 1 GB, this database can occupy nearly 30 MB, especially after a
complete update. If the database is much larger than expected, it is useful to rebuild
the database with the option ——rebuilddb. Before doing this, make a backup of
the old database. The cron script cron.daily makes daily copies of the database
(packed with gzip) and stores them in /var/adm/backup/rpmdb. The number
of copies is controlled by the variable MAX_RPMDB_BACKUPS (default: 5) in /
etc/sysconfig/backup. The size of a single backup is approximately 1 MB
for 1 GBin /usr.

6.2.6 Installing and Compiling Source
Packages

All source packages carry a . src . rpm extension (source RPM).

NOTE: Installed Source Packages

Source packages can be copied from the installation medium to the hard
disk and unpacked with YaST. They are not, however, marked as installed
(ri1) in the package manager. This is because the source packages are
not entered in the RPM database. Only installed operating system software
is listed in the RPM database. When you “install” a source package, only
the source code is added to the system.

The following directories must be available for rpm and rpmbuildin /usr/
src/packages (unless you specified custom settings in a file like /etc/rpmrc):

SOURCES
for the original sources (.tar.bz2 or .tar.gz files, etc.) and for
distribution-specific adjustments (mostly . diff or . patch files)

SPECS
for the . spec files, similar to a meta Makefile, which control the build process

BUILD
all the sources are unpacked, patched and compiled in this directory
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RPMS
where the completed binary packages are stored

SRPMS
here are the source RPMs

When you install a source package with YaST, all the necessary components are
installed in /usr/src/packages: the sources and the adjustments in SOURCES
and the relevant . spec file in SPECS.

WARNING

Do not experiment with system components (glibc, rpm, sysvinit,
etc.), because this endangers the stability of your system.

The following example uses the wget . src. rpm package. After installing the
source package, you should have files similar to those in the following list:
/usr/src/packages/SOURCES/wget-1.11.4.tar.bz2

/usr/src/packages/SOURCES/wgetrc.patch
/usr/src/packages/SPECS/wget . spec

rpmbuild -bX /usr/src/packages/SPECS/wget.spec starts the
compilation. X is a wild card for various stages of the build process (see the output
of ——help or the RPM documentation for details). The following is merely a brief
explanation:

~-bp
Prepare sources in /usr/src/packages/BUILD: unpack and patch.

-bc
Do the same as —bp, but with additional compilation.

-bi
Do the same as —bp, but with additional installation of the built software.
Caution: if the package does not support the BuildRoot feature, you might
overwrite configuration files.

-bb
Do the same as —b1i, but with the additional creation of the binary package. If
the compile was successful, the binary should be in /usr/src/packages/
RPMS.
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-ba
Do the same as —bb, but with the additional creation of the source RPM. If the
compilation was successful, the binary should be in /usr/src/packages/
SRPMS.

——short-circuit
Skip some steps.

The binary RPM created can now be installed with rpm -1 or, preferably, with rpm
—U. Installation with rpm makes it appear in the RPM database.

6.2.7 Compiling RPM Packages with build

The danger with many packages is that unwanted files are added to the running
system during the build process. To prevent this use bui1d, which creates a defined
environment in which the package is built. To establish this chroot environment, the
build script must be provided with a complete package tree. This tree can be made
available on the hard disk, via NFS, or from DVD. Set the position with build --
rpms directory. Unlike rpm, the build command looks for the . spec file
in the source directory. To build wget (like in the above example) with the DVD
mounted in the system under /media/dvd, use the following commands as root:

cd /usr/src/packages/SOURCES/
mv ../SPECS/wget.spec .
build --rpms /media/dvd/suse/ wget.spec

Subsequently, a minimum environment is established at /var/tmp/build-root.
The package is built in this environment. Upon completion, the resulting packages
are located in /var/tmp/build-root/usr/src/packages/RPMS.

The bui 1d script offers a number of additional options. For example, cause the
script to prefer your own RPMs, omit the initialization of the build environment or
limit the rpm command to one of the above-mentioned stages. Access additional
information with build --help and by reading the build man page.

6.2.8 Tools for RPM Archives and the
RPM Database

Midnight Commander (mc) can display the contents of RPM archives and copy parts
of them. It represents archives as virtual file systems, offering all usual menu options
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of Midnight Commander. Display the HEADER with F3. View the archive structure
with the cursor keys and Enter. Copy archive components with F5.

A full-featured package manager is available as a YaST module. For details, see
Chapter 9, Installing or Removing Software (TDeployment Guide).
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Bash and Bash Scripts

These days many people use computers with a graphical user interface (GUI) like
KDE or GNOME. Although they offer lots of features, their use is limited when it
comes to the execution of automated tasks. Shells are a good addition to GUIs and
this chapter gives you an overview of some aspects of shells, in this case Bash.

7.1 What is “The Shell”?

Traditionally, the shell is Bash (Bourne again Shell). When this chapter speaks about
“the shell” it means Bash. There are actually more available shells than Bash (ash,
csh, ksh, zsh, ...), each employing different features and characteristics. If you need
further information about other shells, search for shell in YaST.

7.1.1 Knowing The Bash Configuration
Files
A shell can be invoked as an:

1. Interactive login shell This is used when logging in to a machine, invoking Bash
with the ——1ogin option or when logging in to a remote machine with SSH.

2. “Ordinary” interactive shell This is normally the case when starting xterm,
konsole, gnome-terminal or similar tools.
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3. Non-interactive shell This is used when invoking a shell script at the command

line.

Depending on which type of shell you use, different configuration files are being
read. The following tables show the login and non-login shell configuration files.

Table 7.1: Bash Configuration Files for Login Shells

File

Description

/etc/profile

Do not modify this file, otherwise
your modifications can be destroyed
during your next update!

/etc/profile.local

Use this file if you extend /etc/
profile

/etc/profile.d/

Contains system-wide configuration
files for specific programs

~/.profile

Insert user specific configuration for
login shells here

Table 7.2: Bash Configuration Files for Non-Login Shells

/etc/bash.bashrc

Do not modify this file, otherwise
your modifications can be destroyed
during your next update!

/etc/bash.bashrc.local

Use this file to insert your system-
wide modifications for Bash only

~/ .bashrc

Insert user specific configuration here

Additionally, Bash uses some more files:
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Table 7.3: Special Files for Bash

File

Description

~/ .bash_history

Contains a list of all commands you
have been typing

~/ .bash_logout

Executed when logging out

7.1.2 The Directory Structure

The following table provides a short overview of the most important higher-level
directories that you find on a Linux system. Find more detailed information about the
directories and important subdirectories in the following list.

Table 7.4: Overview of a Standard Directory Tree

Directory Contents

/ Root directory—the starting point of
the directory tree.

/bin Essential binary files, such as
commands that are needed by both
the system administrator and normal
users. Usually also contains the
shells, such as Bash.

/boot Static files of the boot loader.

/dev Files needed to access host-specific
devices.

/etc Host-specific system configuration
files.

/home Holds the home directories of all

users who have accounts on the
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Directory

Contents

system. However, root's home
directory is not located in /home but
in /root.

/1lib

Essential shared libraries and kernel
modules.

/media

Mount points for removable media.

/mnt

Mount point for temporarily
mounting a file system.

/opt

Add-on application software
packages.

/root

Home directory for the superuser
root.

/sbin

Essential system binaries.

/srv

/tmp

Data for services provided by the
system.

Temporary files.

/usr

Secondary hierarchy with read-only
data.

/var

Variable data such as log files.

/windows

Only available if you have both
Microsoft Windows* and Linux
installed on your system. Contains
the Windows data.

The following list provides more detailed information and gives some examples of
which files and subdirectories can be found in the directories:
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/bin
Contains the basic shell commands that may be used both by root and by other
users. These commands include 1s, mkdir, cp, mv, rmand rmdir. /bin also
contains Bash, the default shell in SUSE Linux Enterprise Server.

/boot
Contains data required for booting, such as the boot loader, the kernel, and other
data that is used before the kernel begins executing user-mode programs.

/dev
Holds device files that represent hardware components.

/etc
Contains local configuration files that control the operation of programs like the
X Window System. The /etc/init .d subdirectory contains scripts that are
executed during the boot process.

/home/username
Holds the private data of every user who has an account on the system. The files
located here can only be modified by their owner or by the system administrator.
By default, your e-mail directory and personal desktop configuration are
located here in the form of hidden files and directories. KDE users find the
personal configuration data for their desktop in . kde4, GNOME users find it in
.gconft.

NOTE: Home Directory in a Network Environment

If you are working in a network environment, your home directory may
be mapped to a directory in the file system other than /home.

/1ib
Contains the essential shared libraries needed to boot the system and to run the
commands in the root file system. The Windows equivalent for shared libraries
are DLL files.

/media
Contains mount points for removable media, such as CD-ROMs, USB sticks and
digital cameras (if they use USB). /media generally holds any type of drive
except the hard drive of your system. As soon as your removable medium has
been inserted or connected to the system and has been mounted, you can access
it from here.
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/mnt
This directory provides a mount point for a temporarily mounted file system.
root may mount file systems here.

/opt
Reserved for the installation of third-party software. Optional software and
larger add-on program packages can be found here.

/root
Home directory for the root user. The personal data of root is located here.

/sbin
As the s indicates, this directory holds utilities for the superuser. /sbin
contains the binaries essential for booting, restoring and recovering the system in
addition to the binaries in /bin.

/srv
Holds data for services provided by the system, such as FTP and HTTP.

/tmp
This directory is used by programs that require temporary storage of files.

IMPORTANT: Cleaning up /tmp at Boot Time

Data stored in /tmp are not guaranteed to survive a system reboot. It
depends, for example, on settings in /etc/sysconfig/cron

/usr
/usr has nothing to do with users, but is the acronym for UNIX system
resources. The data in /usr is static, read-only data that can be shared among
various hosts compliant with the Filesystem Hierarchy Standard (FHS). This
directory contains all application programs and establishes a secondary hierarchy
in the file system. KDE4 and GNOME are also located here. /uszr holds a
number of subdirectories, such as /usr/bin, /usr/sbin, /usr/local,
and /usr/share/doc.

/usr/bin
Contains generally accessible programs.

/usr/sbin
Contains programs reserved for the system administrator, such as repair
functions.
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/usr/local
In this directory the system administrator can install local, distribution-
independent extensions.

/usr/share/doc
Holds various documentation files and the release notes for your system. In the
manual subdirectory find an online version of this manual. If more than one
language is installed, this directory may contain versions of the manuals for
different languages.

Under packages find the documentation included in the software packages
installed on your system. For every package, a subdirectory /usr/share/
doc/packages/packagename is created that often holds README files
for the package and sometimes examples, configuration files or additional
scripts.

If HOWTOs are installed on your system /usr/share/doc also holds the
howt o subdirectory in which to find additional documentation on many tasks
related to the setup and operation of Linux software.

/var
Whereas /usr holds static, read-only data, /var is for data which is written
during system operation and thus is variable data, such as log files or spooling
data. For an overview of the most important log files you can find under /var/
log/, refer to Table 36.1, “Log Files” (page 552).

7.2 Writing Shell Scripts

Shell scripts are a convenient way of doing all sorts of tasks: collecting data,
searching for a word or phrase in a text and many other useful things. The following
example shows a small shell script that prints a text:

Example 7.1: A Shell Script Printing a Text

#!/bin/sh @
# Output the following line: @
echo "Hello World" ©

©  The first line begins with the Shebang characters (# ! ) which is an indicator
that this file is a script. The script is executed with the specified interpreter after
the Shebang, in this case /bin/sh.
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®  The second line is a comment beginning with the hash sign. It is recommended
to comment difficult lines to remember what they do.
©®  The third line uses the built-in command echo to print the corresponding text.

Before you can run this script you need some prerequisites:

1. Every script should contain a Shebang line (this is already the case with our
example above.) If a script does not have this line, you have to call the interpreter
manually.

2. You can save the script wherever you want. However, it is a good idea to save it
in a directory where the shell can find it. The search path in a shell is determined
by the environment variable PATH. Usually a normal user does not have write
access to /usr/bin. Therefore it is recommended to save your scripts in the
users' directory ~/bin/. The above example gets the name hello. sh.

3. The script needs executable permissions. Set the permissions with the following
command:

chmod +x ~/bin/hello.sh

If you have fulfilled all of the above prerequisites, you can execute the script in the
following ways:

1. As Absolute Path The script can be executed with an absolute path. In our case,
itis ~/bin/hello. sh.

2. Everywhere If the PATH environment variable contains the directory where the
script is located, you can execute the script just with hello. sh.

7.3 Redirecting Command Events

Each command can use three channels, either for input or output:

» Standard Output This is the default output channel. Whenever a command
prints something, it uses the standard output channel.

» Standard Input If a command needs input from users or other commands, it uses
this channel.

» Standard Error Commands use this channel for error reporting.
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To redirect these channels, there are the following possibilities:

Command > File
Saves the output of the command into a file, an existing file will be deleted. For
example, the 1s command writes its output into the file 1isting. txt:

ls > listing.txt

Command >> File
Appends the output of the command to a file. For example, the 1s command
appends its output to the file 1isting.txt:

ls >> listing.txt

Command < File
Reads the file as input for the given command. For example, the read command
reads in the content of the file into the variable:

read a < foo

Commandl | Command?2
Redirects the output of the left command as input for the right command. For
example, the cat command outputs the content of the /proc/cpuinfo file.
This output is used by grep to filter only those lines which contain cpu:

cat /proc/cpuinfo | grep cpu
Every channel has a file descriptor: 0 (zero) for standard input, 1 for standard output
and 2 for standard error. It is allowed to insert this file descriptor before a < or >

character. For example, the following line searches for a file starting with foo, but
suppresses its errors by redirecting it to /dev/null:

find / —-name "foo*" 2>/dev/null

7.4 Using Aliases

An alias is a shortcut definition of one or more commands. The syntax for an alias is:
alias NAME=DEFINITION
For example, the following line defines an alias 1t which outputs a long listing

(option —1), sorts it by modification time (-t ) and prints it in reverse order while
sorting (—r):

alias 1lt='ls -1ltr'
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To view all alias definitions, use alias. Remove your alias with unalias and the
corresponding alias name.

7.5 Using Variables in Bash

A shell variable can be global or local. Global variables, or environment variables,
can be accessed in all shells. In contrast, local variables are visible in the current
shell only.

To view all environment variables, use the printenv command. If you need to
know the value of a variable, insert the name of your variable as an argument:

printenv PATH

A variable, be it global or local, can also be viewed with echo:

echo $PATH

To set a local variable, use a variable name followed by the equal sign, followed by
the value:

PROJECT="SLED"

Do not insert spaces around the equal sign, otherwise you get an error. To set an
environment variable, use export:

export NAME="tux"

To remove a variable, use unset:

unset NAME

The following table contains some common environment variables which can be
used in you shell scripts:

Table 7.5: Useful Environment Variables

HOME the home directory of the current user
HOST the current hostname
LANG when a tool is localized, it uses the

language from this environment
variable. English can also be set to C
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PATH the search path of the shell, a list of
directories separated by colon

PS1 specifies the normal prompt printed
before each command

PS2 specifies the secondary prompt
printed when you execute a multi-line
command

PWD current working directory

USER the current user

7.5.1 Using Argument Variables

For example, if you have the script foo . sh you can execute it like this:

foo.sh "Tux Penguin" 2000

To access all the arguments which are passed to your script, you need positional
parameters. These are $1 for the first argument, $2 for the second, and so on. You
can have up to nine parameters. To get the script name, use $0.

The following script foo . sh prints all arguments from 1 to 4:

#!/bin/sh
echo \"SI\" \"S$2\" \"S$3\" \"$4\"

If you execute this script with the above arguments, you get:

"Tux Penguin" "2000" "o omw

7.5.2 Using Variable Substitution

Variable substitutions apply a pattern to the content of a variable either from the left
or right side. The following list contains the possible syntax forms:

S{VAR#pattern}
removes the shortest possible match from the left:

file=/home/tux/book/book.tar.bz2
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echo ${file#*/}
home/tux/book/book.tar.bz2

S{VAR##pattern}
removes the longest possible match from the left:

file=/home/tux/book/book.tar.bz2
echo ${file##*/}
book.tar.bz2

$S{VAR%pattern}
removes the shortest possible match from the right:

file=/home/tux/book/book.tar.bz2
echo ${file%.*}
/home/tux/book/book.tar

S{VAR%%pattern}
removes the longest possible match from the right:

file=/home/tux/book/book.tar.bz?2
echo ${file%%.~*}
/home/tux/book/book

${VAR/pattern_1/pattern_2}
substitutes the content of VAR from the pattern 1 with pattern_2:

file=/home/tux/book/book.tar.bz2
echo ${file/tux/wilber}
/home/wilber/book/book.tar.bz2

7.6 Grouping And Combining
Commands

Shells allow you to concatenate and group commands for conditional execution.
Each command returns an exit code which determines the success or failure of its
operation. If it is O (zero) the command was successful, everything else marks an
error which is specific to the command.

The following list shows, how commands can be grouped:

Commandl ; Command?2
executes the commands in sequential order. The exit code is not checked. The
following line displays the content of the file with cat and then prints its file
properties with 1s regardless of their exit codes:
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cat filelist.txt ; 1ls -1 filelist.txt

Commandl && Command2
runs the right command, if the left command was successful (logical AND). The
following line displays the content of the file and prints its file properties only,
when the previous command was successful (compare it with the previous entry
in this list):

cat filelist.txt && 1ls -1 filelist.txt
Commandl || Command?2
runs the right command, when the left command has failed (logical OR). The

following line creates only a directory in /home/wilber/bar when the
creation of the directory in /home /tux/foo has failed:

mkdir /home/tux/foo || mkdir /home/wilber/bar

funcname () { ... }
creates a shell function. You can use the positional parameters to access its
arguments. The following line defines the function hel1lo to print a short
message:

hello() { echo "Hello $1"; }

You can call this function like this:

hello Tux

which prints:

Hello Tux

7.7 Working with Common Flow
Constructs

To control the flow of your script, a shell has while, i f, for and case constructs.

7.7.1 The if Control Command

The i £ command is used to check expressions. For example, the following code tests
whether the current user is Tux:
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if test SUSER = "tux"; then
echo "Hello Tux."
else
echo "You are not Tux."
fi

The test expression can be as complex or simple as possible. The following
expression checks if the file foo.txt exists:

if test —-e /tmp/foo.txt ;
then
echo "Found foo.txt"
f£i
The test expression can also be abbreviated in angled brackets:

if [ -e /tmp/foo.txt ] ; then
echo "Found foo.txt"
fi

Find more useful expressions at http://www.cyberciti.biz/nixcraft/
linux/docs/uniglinuxfeatures/lsst/ch03sec02.html.

7.7.2 Creating Loops With the For
Command

The for loop allows you to execute commands to a list of entries. For example, the
following code prints some information about PNG files in the current directory:
for 1 in *.png; do

ls -1 $1i
done

7.8 For More Information

Important information about Bash is provided in the man pages man bash. More
about this topic can be found in the following list:

* http://tldp.org/LDP/Bash-Beginners-Guide/html/
index.html—Bash Guide for Beginners

e http://tldp.org/HOWTO/Bash-Prog—Intro—HOWTO.html—BASH
Programming - Introduction HOW-TO
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e http://tldp.org/LDP/abs/html/index.html—Advanced Bash-
Scripting Guide

e http://www.grymoire.com/Unix/Sh.html—Sh - the Bourne Shell
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Using Third-Party Software

For information about using third-party software installed on SUSE Linux Enterprise
and support of SUSE products used with third-party software, see the following
links:

SUSE Partner Engineering Services Partner Certification Support Agreement
https://www.suse.com/partners/ihv/yes/
partner_engineering_services.html

Partner Software Catalog
https://www.suse.com/susePSC/home

YES Certified Eligible Operating Systems
https://www.suse.com/partners/ihv/yes/yes—-certified-
eligible-operating-systems.html

SUSE SolidDriver Program
http://drivers.suse.com/doc/SolidDriver/

Independent Software Vendors
https://www.suse.com/partners/isv/

SUSE Technical Support Handbook
https://www.suse.com/support/handbook/

FAQ Support
https://www.suse.com/support/fag.html
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32-Bit and 64-Bit
Applications in a 64-Bit
System Environment

SUSE® Linux Enterprise Server is available for several 64-bit platforms. This

does not necessarily mean that all the applications included have already been
ported to 64-bit platforms. SUSE Linux Enterprise Server supports the use of 32-bit
applications in a 64-bit system environment. This chapter offers a brief overview of
how this support is implemented on 64-bit SUSE Linux Enterprise Server platforms.
It explains how 32-bit applications are executed (runtime support) and how 32-

bit applications should be compiled to enable them to run both in 32-bit and 64-bit
system environments. Additionally, find information about the kernel API and an
explanation of how 32-bit applications can run under a 64-bit kernel.

SUSE Linux Enterprise Server for the 64-bit platforms ia64, ppc64, System z and
x86_64 is designed so that existing 32-bit applications run in the 64-bit environment
“out-of-the-box.” The corresponding 32-bit platforms are x86 for ia64, ppc for
ppc64, and x86 for x86_64. This support means that you can continue to use your
preferred 32-bit applications without waiting for a corresponding 64-bit port to
become available. The current ppc64 system runs most applications in 32-bit mode,
but you can run 64-bit applications.

9.1 Runtime Support

32-Bit and 64-Bit Applications in a 64-Bit System Environment

99



IMPORTANT: Conflicts between Application Versions

If an application is available both for 32-bit and 64-bit environments,
parallel installation of both versions is bound to lead to problems. In such
cases, decide on one of the two versions and install and use this.

An exception to this rule is PAM (pluggable authentication modules). SUSE
Linux Enterprise Server uses PAM in the authentication process as a layer
that mediates between user and application. On a 64-bit operating system
that also runs 32-bit applications it is necessary to always install both
versions of a PAM module.

To be executed correctly, every application requires a range of libraries.
Unfortunately, the names for the 32-bit and 64-bit versions of these libraries are
identical. They must be differentiated from each other in another way.

To retain compatibility with the 32-bit version, the libraries are stored at the same
place in the system as in the 32-bit environment. The 32-bit version of 1ibc.so.6
is located under /1ib/libc. so. 6 in both the 32-bit and 64-bit environments.

All 64-bit libraries and object files are located in directories called 1ib64. The 64-
bit object files that you would normally expect to find under /1ib and /usr/1ib
are now found under /1ib64 and /usr/1ib64. This means that there is space for
the 32-bit libraries under /1ib and /usr/1lib, so the filename for both versions
can remain unchanged.

Subdirectories of 32-bit /1ib directories which contain data content that does
not depend on the word size are not moved. This scheme conforms to LSB (Linux
Standards Base) and FHS (File System Hierarchy Standard).

lipf: The 64-bit libraries for ia64 are located in the standard 1ib directories, there
is neither a 1ib 64 directory nor a 1ib32 directory. ia64 executes 32-bit x86 code

under an emulation. A set of basic libraries is installed in /emul/ia32-1inux/
liband /emul/ia32-1linux/usr/lib.[

9.2 Software Development

All 64-bit architectures support the development of 64-bit objects. The level of
support for 32-bit compiling depends on the architecture. These are the various
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implementation options for the tool chain from GCC (GNU Compiler Collection)
and binutils, which include the assembler as and the linker 1d:

Biarch Compiler
Both 32-bit and 64-bit objects can be generated with a biarch development tool
chain. A biarch development tool chain allows generation of 32-bit and 64-bit
objects. The compilation of 64-bit objects is the default on almost all platforms.
32-bit objects can be generated if special flags are used. This special flag is -
m32 for GCC. The flags for the binutils are architecture-dependent, but GCC
transfers the correct flags to linkers and assemblers. A biarch development tool
chain currently exists for amd64 (supports development for x86 and amd64
instructions), for System z and for ppc64. 32-bit objects are normally created on
the ppc64 platform. The —~m64 flag must be used to generate 64-bit objects.

No Support
SUSE Linux Enterprise Server does not support the direct development of 32-
bit software on all platforms. To develop applications for x86 under ia64, use the
corresponding 32-bit version of SUSE Linux Enterprise Server.

All header files must be written in an architecture-independent form. The installed
32-bit and 64-bit libraries must have an API (application programming interface)
that matches the installed header files. The normal SUSE Linux Enterprise Server
environment is designed according to this principle. In the case of manually updated
libraries, resolve these issues yourself.

9.3 Software Compilation on Biarch
Platforms

To develop binaries for the other architecture on a biarch architecture, the respective
libraries for the second architecture must additionally be installed. These packages
are called romname-32bit or romname-x86 (for ia64) if the second architecture
is a 32-bit architecture or rpmname—64bit if the second architecture is a 64-bit
architecture. You also need the respective headers and libraries from the rpmname -
devel packages and the development libraries for the second architecture from
rpmname—-devel-32bit or romname-devel-64bit.

For example, to compile a program that uses 1 ibaio on a system whose second
architecture is a 32-bit architecture (x86_64 or System z), you need the following
RPMs:
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libaio-32bit
32-bit runtime package

libaio-devel-32bit

Headers and libraries for 32-bit development
libaio

64-bit runtime package

libaio-devel
64-bit development headers and libraries

Most open source programs use an aut oconf-based program configuration. To
use autoconf for configuring a program for the second architecture, overwrite
the normal compiler and linker settings of aut oconf by running the configure
script with additional environment variables.

The following example refers to an x86_64 system with x86 as the second
architecture. Examples for ppc64 with ppc as the second architecture would be
similar. This example does not apply to ia64 where you cannot build 32-bit packages.

1 Use the 32-bit compiler:
CC="gcc -m32"

2 Instruct the linker to process 32-bit objects (always use gcc as the linker front-
end):

LD="gcc -m32"

3 Set the assembler to generate 32-bit objects:
AS="gcc -c -m32"

4 Specify linker flags, such as the location of 32-bit libraries, for example:
LDFLAGS="-L/usr/1lib"

5 Specity the location for the 32-bit object code libraries:
—-libdir=/usr/lib

6 Specify the location for the 32-bit X libraries:

—-x-libraries=/usr/lib

Not all of these variables are needed for every program. Adapt them to the respective
program.
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An example configure call to compile a native 32-bit application on x86_64,
ppc64 or System z could appear as follows:

CC="gcc -m32"

LDFLAGS="-L/usr/lib;"

./configure —--prefix=/usr —--libdir=/usr/lib —--x-libraries=/usr/lib

make

make install

9.4 Kernel Specifications

The 64-bit kernels for x86_64, ppc64 and System z offer both a 64-bit and a 32-bit
kernel ABI (application binary interface). The latter is identical with the ABI for the
corresponding 32-bit kernel. This means that the 32-bit application can communicate
with the 64-bit kernel in the same way as with the 32-bit kernel.

The 32-bit emulation of system calls for a 64-bit kernel does not support all the APIs
used by system programs. This depends on the platform. For this reason, a small
number of applications, like 1 spci, must be compiled on non-ppc64 platforms as
64-bit programs to function properly. On IBM System z, not all ioctls are available in
the 32-bit kernel ABIL.

A 64-bit kernel can only load 64-bit kernel modules that have been specially
compiled for this kernel. It is not possible to use 32-bit kernel modules.

TIP: Kernel-loadable Modules

Some applications require separate kernel-loadable modules. If you intend
to use such a 32-bit application in a 64-bit system environment, contact the
provider of this application and SUSE to make sure that the 64-bit version
of the kernel-loadable module and the 32-bit compiled version of the kernel
API are available for this module.
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Booting and Configuring a
Linux System

Booting a Linux system involves different components. The hardware itself is
initialized by the BIOS, which starts the Kernel by means of a boot loader. After this
point, the boot process with init and the runlevels is completely controlled by the
operating system. The runlevel concept enables you to maintain setups for everyday
usage as well as to perform maintenance tasks on the system.

10.1 The Linux Boot Process

The Linux boot process consists of several stages, each represented by a different
component. The following list briefly summarizes the boot process and features all
the major components involved.

1. BIOS After turning on the computer, the BIOS initializes the screen and
keyboard and tests the main memory. Up to this stage, the machine does not access
any mass storage media. Subsequently, the information about the current date,
time, and the most important peripherals are loaded from the CMOS values. When
the first hard disk and its geometry are recognized, the system control passes from
the BIOS to the boot loader. If the BIOS supports network booting, it is also
possible to configure a boot server that provides the boot loader. On x86 systems,
PXE boot is needed. Other architectures commonly use the BOOTP protocol to get
the boot loader.

2. Boot Loader The first physical 512-byte data sector of the first hard disk is
loaded into the main memory and the boot loader that resides at the beginning
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of this sector takes over. The commands executed by the boot loader determine
the remaining part of the boot process. Therefore, the first 512 bytes on the first
hard disk are referred to as the Master Boot Record (MBR). The boot loader then
passes control to the actual operating system, in this case, the Linux Kernel. More
information about GRUB, the Linux boot loader, can be found in Chapter 11, The
Boot Loader GRUB (page 121). For a network boot, the BIOS acts as the boot
loader. It gets the image to start from the boot server and starts the system. This is
completely independent of local hard disks.

3. Kernel and initramfs To pass system control, the boot loader loads both the
Kernel and an initial RAM-based file system (initramfs) into memory. The
contents of the initramfs can be used by the Kernel directly. initramfs
contains a small executable called init that handles the mounting of the real
root file system. If special hardware drivers are needed before the mass storage
can be accessed, they must be in initramfs. For more information about
initramfs, refer to Section 10.1.1, “initramfs” (page 106). If the system
does not have a local hard disk, the initramfs must provide the root file system
to the Kernel. This can be done with the help of a network block device like iSCSI
or SAN, but it is also possible to use NFS as the root device.

4. init on initramfs This program performs all actions needed to mount
the proper root file system, like providing Kernel functionality for the needed
file system and device drivers for mass storage controllers with udev. After the
root file system has been found, it is checked for errors and mounted. If this is
successful, the initramfs is cleaned and the init program on the root file
system is executed. For more information about init, refer to Section 10.1.2,
“initon initramfs” (page 107). Find more information about udev in
Chapter 15, Dynamic Kernel Device Management with udev (page 185).

5.init init handles the actual booting of the system through several different
levels providing different functionality. init is described in Section 10.2, “The
init Process” (page 109).

10.1.1 initramfs

initramfs is a small cpio archive that the Kernel can load to a RAM disk. It
provides a minimal Linux environment that enables the execution of programs before
the actual root file system is mounted. This minimal Linux environment is loaded
into memory by BIOS routines and does not have specific hardware requirements
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other than sufficient memory. initramfs must always provide an executable
named init that should execute the actual init program on the root file system
for the boot process to proceed.

Before the root file system can be mounted and the operating system can be started,
the Kernel needs the corresponding drivers to access the device on which the root
file system is located. These drivers may include special drivers for certain kinds

of hard drives or even network drivers to access a network file system. The needed
modules for the root file system may be loaded by init on initramfs. After the
modules are loaded, udev provides the initramfs with the needed devices. Later
in the boot process, after changing the root file system, it is necessary to regenerate
the devices. This is done by boot . udev with the command udevtrigger.

If you need to change hardware (for example hard disks) in an installed system
and this hardware requires different drivers to be present in the Kernel at boot
time, you must update initramfs. This is done in the same way as with its
predecessor, init—by calling mkinitrd. Calling mkinitrd without any
argument creates an initramfs. Callingmkinitrd -Rcreatesan init.In
SUSE® Linux Enterprise Server, the modules to load are specified by the variable
INITRD_MODULES in /etc/sysconfig/kernel. After installation, this
variable is automatically set to the correct value. The modules are loaded in exactly
the order in which they appear in INITRD_MODULES. This is only important if
you rely on the correct setting of the device files /dev/sd?. However, in current
systems you also may use the device files below /dev/disk/ that are sorted

in several subdirectories, named by—-id, by—-path and by—-uuid, and always
represent the same disk. This is also possible at install time by specifying the
respective mount option.

IMPORTANT: Updating initramfs Or init

The boot loader loads initramfs or init in the same way as the Kernel.
It is not necessary to reinstall GRUB after updating initramfs or init,
because GRUB searches the directory for the right file when booting.

10.1.2 init on initramfs

The main purpose of init on initramfs is to prepare the mounting of and
access to the real root file system. Depending on your system configuration, init is
responsible for the following tasks.
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Loading Kernel Modules
Depending on your hardware configuration, special drivers may be needed
to access the hardware components of your computer (the most important
component being your hard drive). To access the final root file system, the
Kernel needs to load the proper file system drivers.

Providing Block Special Files
For each loaded module, the Kernel generates device events. udev handles these
events and generates the required special block files on a RAM file system in /
dev. Without those special files, the file system and other devices would not be
accessible.

Managing RAID and LVM Setups
If you configured your system to hold the root file system under RAID or LVM,
init sets up LVM or RAID to enable access to the root file system later.
Find information about RAID and LVM in Chapter 15, Advanced Disk Setup
(TDeployment Guide).

Managing Network Configuration
If you configured your system to use a network-mounted root file system
(mounted via NFS), init must make sure that the proper network drivers are
loaded and that they are set up to allow access to the root file system.

If the file system resides on a networked block device like iSCSI or SAN, the
connection to the storage server is also set up by the initramfs.

When init is called during the initial boot as part of the installation process, its
tasks differ from those mentioned above:

Finding the Installation Medium
As you start the installation process, your machine loads an installation Kernel
and a special init with the YaST installer on the installation medium. The
YaST installer, which is run in a RAM file system, needs to have information
about the location of the installation medium to access it and install the operating
system.

Initiating Hardware Recognition and Loading Appropriate Kernel Modules
As mentioned in Section 10.1.1, “initramfs” (page 106), the boot process
starts with a minimum set of drivers that can be used with most hardware
configurations. init starts an initial hardware scanning process that determines
the set of drivers suitable for your hardware configuration. The names of the
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modules needed for the boot process are written to INITRD_MODULES in
/etc/sysconfig/kernel. These names are used to generate a custom
initramfs thatis needed to boot the system. If the modules are not needed
for boot but for coldplug, the modules are written to /etc/sysconfig/
hardware/hwconfig-*. All devices that are described with configuration
files in this directory are initialized in the boot process.

Loading the Installation System or Rescue System
As soon as the hardware is properly recognized, the appropriate drivers are
loaded, and udev creates the special device files, init starts the installation
system with the actual YaST installer, or the rescue system.

Starting YaST
Finally, init starts YaST, which starts package installation and system
configuration.

10.2 The init Process

The program init is the process with process ID 1. It is responsible for initializing
the system in the required way. init is started directly by the Kernel and resists
signal 9, which normally kills processes. All other programs are either started
directly by init or by one of its child processes.

init is centrally configured in the /et c/inittab file where the runlevels are
defined (see Section 10.2.1, “Runlevels” (page 109)). The file also specifies

which services and daemons are available in each of the runlevels. Depending on

the entries in /etc/inittab, several scripts are run by init. By default, the
first script that is started after booting is /etc/init .d/boot. Once the system
initialization phase is finished, the system changes the runlevel to its default runlevel
with the /etc/init .d/rc script. For reasons of clarity, these scripts, called

init scripts, all reside in the directory /etc/init.d (see Section 10.2.2, “Init
Scripts” (page 112)).

The entire process of starting the system and shutting it down is maintained by
init. From this point of view, the Kernel can be considered a background process
to maintain all other processes and adjust CPU time and hardware access according
to requests from other programs.

10.2.1 Runlevels
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In Linux, runlevels define how the system is started and what services are available
in the running system. After booting, the system starts as defined in /etc/
inittabinthe line initdefault. Usually thisis 3 or 5. See Table 10.1,
“Available Runlevels” (page 110). As an alternative, the runlevel can be specified

at boot time (by adding the runlevel number at the boot prompt, for instance). Any
parameters that are not directly evaluated by the Kernel itself are passed to init. To
boot into runlevel 3, just add the single number 3 to the boot prompt.

Table 10.1: Available Runlevels

Runlevel Description

0 System halt

Sorl Single user mode

2 Local multiuser mode without remote

network (NFS, etc.)

3 Full multiuser mode with network

4 User Defined, this is not used unless
the administrator configures this
runlevel.

5 Full multiuser mode with network
and X display manager—KDM,
GDM, or XDM

6 System reboot

IMPORTANT: Avoid Runlevel 2 with a Partition Mounted via NFS

You should not use runlevel 2 if your system mounts a partition like /

usr via NFS. The system might behave unexpectedly if program files or
libraries are missing because the NFS service is not available in runlevel 2
(local multiuser mode without remote network).

To change runlevels while the system is running, enter telinit and the
corresponding number as an argument. Only the system administrator is allowed to
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do this. The following list summarizes the most important commands in the runlevel
area.

telinit 1 or shutdown now
The system changes to single user mode. This mode is used for system
maintenance and administration tasks.

telinit 3
All essential programs and services (including network) are started and regular
users are allowed to log in and work with the system without a graphical
environment.

telinit 5
The graphical environment is enabled. Usually a display manager like XDM,
GDM or KDM is started. If autologin is enabled, the local user is logged in to the
preselected window manager (GNOME or KDE or any other window manager).

telinit O or shutdown -h now
The system halts.

telinit 6 or shutdown -r now
The system halts then reboots.

Runlevel 5 is the default runlevel in all SUSE Linux Enterprise Server standard
installations. Users are prompted for login with a graphical interface or the default
user is logged in automatically.

WARNING: Errors in /etc/inittab May Result in a Faulty System
Boot

If /etc/inittab is damaged, the system may not boot properly.
Therefore, be extremely careful while editing /etc/inittab. Always
let init reread /etc/inittab with the command telinit g before
rebooting the machine.

Generally, two things happen when you change runlevels. First, stop scripts of the
current runlevel are launched, closing down some programs essential for the current
runlevel. Then start scripts of the new runlevel are started. Here, in most cases, a
number of programs are started. For example, the following occurs when changing
from runlevel 3 to 5:
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1. The administrator (root) requests init to change to a different runlevel by
entering telinit 5.

2. init checks the current runlevel (runlevel) and determines it should start /
etc/init.d/rc with the new runlevel as a parameter.

3. Now rc calls the stop scripts of the current runlevel for which there is no start
script in the new runlevel. In this example, these are all the scripts that reside
in /etc/init.d/rc3.d (the old runlevel was 3) and start with a K. The
number following K specifies the order to run the scripts with the st op parameter,
because there are some dependencies to consider.

4. The last things to start are the start scripts of the new runlevel. In this example,
these are in /etc/init.d/rc5.d and begin with an S. Again, the number that
follows the S determines the sequence in which the scripts are started.

When changing into the same runlevel as the current runlevel, init only checks
/etc/inittab for changes and starts the appropriate steps, for example, for
starting a getty on another interface. The same functionality may be achieved with
the command telinit q.

10.2.2 Init Scripts

There are two types of scripts in /etc/init.d:

Scripts Executed Directly by init
This is the case only during the boot process or if an immediate system shutdown
is initiated (power failure or a user pressing Ctrl + Alt + Del). For IBM System z
systems, this is the case only during the boot process or if an immediate system
shutdown is initiated (power failure or via “signal quiesce”). The execution of
these scripts is defined in /etc/inittab.

Scripts Executed Indirectly by init
These are run when changing the runlevel and always call the master script /
etc/init.d/rc, which guarantees the correct order of the relevant scripts.

All scripts are located in /etc/init .d. Scripts that are run at boot time are called
through symbolic links from /etc/init.d/boot . d. Scripts for changing the
runlevel are called through symbolic links from one of the subdirectories (/etc/
init.d/rc0.dto /etc/init.d/rc6.d). This is just for reasons of clarity and
avoids duplicate scripts if they are used in several runlevels. Because every script
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can be executed as both a start and a stop script, these scripts must understand the
parameters start and stop. The scripts also understand the restart, reload,
force-reload, and status options. These different options are explained

in Table 10.2, “Possible init Script Options” (page 113). Scripts that are run
directly by init do not have these links. They are run independently from the
runlevel when needed.

Table 10.2: Possible init Script Options

Option Description
start Start service.
stop Stop service.
restart If the service is running, stop it then

restart it. If it is not running, start it.

reload Reload the configuration without
stopping and restarting the service.

force-reload Reload the configuration if the
service supports this. Otherwise, do
the same as if restart had been
given.

status Show the current status of service.

Links in each runlevel-specific subdirectory make it possible to associate scripts with
different runlevels. When installing or uninstalling packages, these links are added
and removed with the help of the program insserv (or using /usr/1ib/1lsb/
install_initd, which is a script calling this program). See man 8 insserv
for more details.

All of these settings may also be changed with the help of the YaST module. If you
need to check the status on the command line, use the tool chkconfig, described in

the man 8 chkconfig man page.

A short introduction to the boot and stop scripts launched first or last, respectively,
follows as well as an explanation of the maintaining script.
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boot
Executed while starting the system directly using init. It is independent of the
chosen runlevel and is only executed once. Here, the /proc and /dev/pts
file systems are mounted and b1l ogd (boot logging daemon) is activated. If the
system is booted for the first time after an update or an installation, the initial
system configuration is started.

The blogd daemon is a service started by boot and rc before any other one.
It is stopped after the actions triggered by these scripts (running a number of
subscripts, for example, making special block files available) are completed.
blogd writes any screen output to the log file /var/log/boot .msg, but
only if and when /var is mounted read-write. Otherwise, blogd buffers all
screen data until /var becomes available. Get further information about blogd
withman 8 blogd.

The boot script is also responsible for starting all the scripts in /etc/
init.d/boot .d with names that start with S. There, the file systems are
checked and loop devices are configured if needed. The system time is also set.
If an error occurs while automatically checking and repairing the file system, the
system administrator can intervene after first entering the root password. The last
executed script is boot . local.

boot.local
Here enter additional commands to execute at boot before changing into a
runlevel. It can be compared to AUTOEXEC . BAT on DOS systems.

halt
This script is only executed while changing into runlevel 0 or 6. Here, it is
executed either as init or as init. Whether the system shuts down or reboots
depends on how halt is called. If special commands are needed during the
shutdown, add these to the init script.

rc
This script calls the appropriate stop scripts of the current runlevel and the
start scripts of the newly selected runlevel. Like the /etc/init.d/boot
script, this script is called from /etc/inittab with the desired runlevel as
parameter.

You can create your own scripts and easily integrate them into the scheme described
above. For instructions about formatting, naming and organizing custom scripts,
refer to the specifications of the LSB and to the man pages of init, init.d,
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chkconfig, and insserv. Additionally consult the man pages of startproc
and killproc.

WARNING: Faulty Init Scripts May Halt Your System

Faulty init scripts may hang your machine up. Edit such scripts with
great care and, if possible, subject them to heavy testing in the multiuser
environment. Find useful information about init scripts in Section 10.2.1,
“Runlevels” (page 109).

To create a custom init script for a given program or service, use the file /etc/
init.d/skeleton as atemplate. Save a copy of this file under the new name
and edit the relevant program and filenames, paths and other details as needed. You
may also need to enhance the script with your own parts, so the correct actions are
triggered by the init procedure.

The INIT INFO block at the top is a required part of the script and must be edited.
See Example 10.1, “A Minimal INIT INFO Block” (page 115).

Example 10.1: A Minimal INIT INFO Block

### BEGIN INIT INFO

# Provides: FOO

# Required-Start: $syslog $remote_fs

# Required-Stop: $syslog $remote_fs

# Default-Start: 35

# Default-Stop: 0126

# Description: Start FOO to allow XY and provide YZ
### END INIT INFO

In the first line of the INFO block, after Provides :, specify the name of the
program or service controlled by this init script. In the Required-Start: and
Required-Stop: lines, specify all services that need to be still running when the
service itself is stopped. This information is used later to generate the numbering of
script names, as found in the runlevel directories. After Default-Start: and
Default-Stop:, specify the runlevels in which the service should automatically
be started or stopped. Finally, for Description:, provide a short description of
the service in question.

To create the links from the runlevel directories (/etc/init.d/rc?.d/)to

the corresponding scripts in /etc/init .d/, enter the command insserv
new-script—-name. insserv evaluates the INIT INFO header to create
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the necessary links for start and stop scripts in the runlevel directories (/etc/
init.d/rc?.d/). The program also takes care of the correct start and stop order
for each runlevel by including the necessary numbers in the names of these links. If
you prefer a graphical tool to create such links, use the runlevel editor provided by
YaST, as described in Section 10.2.3, “Configuring System Services (Runlevel) with
YaST” (page 116).

If a script already presentin /etc/init .d/ should be integrated into the
existing runlevel scheme, create the links in the runlevel directories right away
with insserv or by enabling the corresponding service in the runlevel editor of
YaST. Your changes are applied during the next reboot—the new service is started
automatically.

Do not set these links manually. If something is wrong in the INFO block, problems
will arise when insserv is run later for some other service. The manually added
service will be removed with the next run of inssexrv for this script.

10.2.3 Configuring System Services
(Runlevel) with YaST

After starting this YaST module with YaST > System > System Services (Runlevel),

it displays an overview listing all the available services and the current status of each
service (disabled or enabled). Decide whether to use the module in Simple Mode or
in Expert Mode. The default Simple Mode should be sufficient for most purposes.
The left column shows the name of the service, the center column indicates its
current status and the right column gives a short description. For the selected service,
a more detailed description is provided in the lower part of the window. To enable

a service, select it in the table then select Enable. The same steps apply to disable a
service.

For detailed control over the runlevels in which a service is started or stopped or to
change the default runlevel, first select Expert Mode. The current default runlevel

or “initdefault” (the runlevel into which the system boots by default) is displayed at
the top. Normally, the default runlevel of a SUSE Linux Enterprise Server system is
runlevel 5 (full multiuser mode with network and X). A suitable alternative might be
runlevel 3 (full multiuser mode with network).

This YaST dialog allows the selection of one of the runlevels (as listed in Table 10.1,
“Available Runlevels” (page 110)) as the new default. Additionally, use the table
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in this window to enable or disable individual services and daemons. The table lists
the services and daemons available, shows whether they are currently enabled on
your system and, if so, for which runlevels. After selecting one of the rows with the
mouse, click the check boxes representing the runlevels (B, 0, I, 2, 3, 5, 6, and S)

to define the runlevels in which the selected service or daemon should be running.
Runlevel 4 is undefined to allow creation of a custom runlevel. A brief description of
the currently selected service or daemon is provided below the table overview.

WARNING: Faulty Runlevel Settings May Damage Your System

Faulty runlevel settings may make your system unusable. Before applying
your changes, make absolutely sure that you know their consequences.

Figure 10.1: System Services (Runlevel)

. System Services (Runlevel): Services
" Here, specify which system senices should be started. more

@ Simple Mode ) Expert Mode
Senice Enabled Description
'SUSEfrewall2_init: SuSEfrewall2 phase 1
SuSEfirewall2_setup Mo SuSEfirewall2 phase 2
aaeventd No* AppArmor MNotification and Reporting
acpid Yes Listen and dispatch ACPI events from the kernel
alsasound Yes Set up ALSA sound system
amavis No Start amavisd-new
atd Mo Start AT batch job daemon
auditd Yes auditd daemon providing core auditing services
autofs Mo automatic mounting of filesystems
autoyast No* A start script to execute autoyast scripts
avahi-daemon Yes ZeroConf daemon
avahi-dnsconfd No ZeroConf daemon
bluez-coldplug Yes handles udev coldplug of bluetooth dongles =
( \ - = u - | ‘ E|7

SuSEfirewall2_init does some basic setup and is the phase 1 of 2 of the SuSEfirewall initialization

& Enable | | pisavle

Help @ cance

With Start, Stop, or Refresh, decide whether a service should be activated. Refresh
status checks the current status. Set or Reset lets you select whether to apply your
changes to the system or to restore the settings that existed before starting the
runlevel editor. Selecting OK saves the changed settings to disk.
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10.3 System Configuration via /etc/
sysconfig

The main configuration of SUSE Linux Enterprise Server is controlled by the
configuration files in /etc/sysconfig. The individual files in /etc/
sysconfig are only read by the scripts to which they are relevant. This ensures
that network settings, for example, only need to be parsed by network-related scripts.

There are two ways to edit the system configuration. Either use the YaST sysconfig
Editor or edit the configuration files manually.

10.3.1 Changing the System
Configuration Using the YaST sysconfig
Editor

The YaST sysconfig editor provides an easy-to-use front-end for system
configuration. Without any knowledge of the actual location of the configuration
variable you need to change, you can just use the built-in search function of this
module, change the value of the configuration variable as needed and let YaST take
care of applying these changes, updating configurations that depend on the values set
in sysconfig and restarting services.

WARNING: Modifying /etc/sysconfig/* Files Can Damage Your
Installation

Do not modify the /etc/sysconfig files if you lack previous experience
and knowledge. It can do considerable damage to your system. The files
in /etc/sysconfig include a short comment for each variable to explain
what effect they actually have.

Administration Guide



Figure 10.2: System Configuration Using the sysconfig Editor

2 letcisysconfig Editor
" After you save your changes. this editor changes the variables in the corresponding sysconfig file. more
3 Applications Current Selection: Network/File systems/NFS server

b Desktop Setting of USE_KERNEL_NFSD_NUMBER:

P Hardware
4 ~ | | Default

= Metwork

b DHCP =
File: /etc/sysconfig/nfs
= File systems

Possible Values: Any integer value
< NFS server

USE_KERNEL_NFSD_NUMBER Default Value: 4

MOUNTD_PORT = service to Restart: nfsserver
NFS_SECURITY_GSS Description:
NFS4_SUPPORT
SMNOTIFV_OFTIONS the kernel nfs-server supports multiple server threads
NFS_START_SERVICES

b Firewall

> General

> Wail

b ONIS I

b NTP

b News

> Proxy

Help @cancel| | searcn

The YaST sysconfig dialog is split into three parts. The left part of the dialog shows
a tree view of all configurable variables. When you select a variable, the right part
displays both the current selection and the current setting of this variable. Below,

a third window displays a short description of the variable's purpose, possible
values, the default value and the actual configuration file from which this variable
originates. The dialog also provides information about which configuration script

is executed after changing the variable and which new service is started as a result
of the change. YaST prompts you to confirm your changes and informs you which
scripts will be executed after you leave the dialog by selecting Finish. Also select
the services and scripts to skip for now, so they are started later. YaST applies all
changes automatically and restarts any services involved for your changes to take an
effect.

10.3.2 Changing the System
Configuration Manually

To manually change the system configuration, proceed as follows

1 Become root.

2 Bring the system into single user mode (runlevel 1) with telinit 1.
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3 Change the configuration files as needed with an editor of your choice.

If you do not use YaST to change the configuration files in /etc/sysconfig,
make sure that empty variable values are represented by two quotation marks
(KEYTABLE="") and that values with blanks in them are enclosed in quotation
marks. Values consisting of one word only do not need to be quoted.

4 Execute SuSEconfig to make sure that the changes take effect.

5 Bring your system back to the previous runlevel with a command like telinit
default_runlevel. Replace default_runlevel with the default
runlevel of the system. Choose 5 if you want to return to full multiuser with
network and X or choose 3 if you prefer to work in full multiuser with network.

This procedure is mainly relevant when changing systemwide settings, such as
the network configuration. Small changes should not require going into single
user mode, but you may still do so to make absolutely sure that all the programs
concerned are correctly restarted.

TIP: Configuring Automated System Configuration

To disable the automated system configuration by SuSEconfig, set the
variable ENABLE_SUSECONFIG in /etc/sysconfig/suseconfigto
no. Do not disable SuSEconfig if you want to use the SUSE installation
support. It is also possible to disable the autoconfiguration partially.
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The Boot Loader GRUB

This chapter describes how to configure GRUB (Grand Unified Bootloader), the boot
loader used in SUSE® Linux Enterprise Server. A special YaST module is available
for configuring all settings. If you are not familiar with the subject of booting in
Linux, read the following sections to acquire some background information. This
chapter also describes some of the problems frequently encountered when booting
with GRUB and their solutions.

NOTE: No GRUB on machines using UEFI

GRUB will routinely be installed on machines equipped with a traditional
BIOS and on UEFI (Unified Extensible Firmware Interface) machines
using a Compatibility Support Module (CSM). On UEFI machines without
enabled CSM, eL 110 will automatically be installed (provided DVD1
booted successfully). Refer to the eLILO documentation at /usr/share/
doc/packages/elilo/ on your system for details.

This chapter focuses on boot management and the configuration of the boot loader
GRUB. The boot procedure as a whole is outlined in Chapter 10, Booting and
Configuring a Linux System (page 105). A boot loader represents the interface
between the machine (BIOS) and the operating system (SUSE Linux Enterprise
Server). The configuration of the boot loader directly impacts the start of the
operating system.

The following terms appear frequently in this chapter and might need some
explanation:
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MBR (Master Boot Record)

The structure of the MBR is defined by an operating system—independent
convention. The first 446 bytes are reserved for the program code. They typically
hold part of a boot loader program or an operating system selector. The next

64 bytes provide space for a partition table of up to four entries. The partition
table contains information about the partitioning of the hard disk and the file
system types. The operating system needs this table for handling the hard disk.
With conventional generic code in the MBR, exactly one partition must be
marked active. The last two bytes of the MBR must contain a static “magic
number” (AA55). An MBR containing a different value is regarded as invalid by
some BIOSes, so is not considered for booting.

Boot Sectors

Boot sectors are the first sectors of hard disk partitions with the exception of the
extended partition, which merely serves as a “container” for other partitions.
These boot sectors have 512 bytes of space for code used to boot an operating
system installed in the respective partition. This applies to boot sectors of
formatted DOS, Windows, and OS/2 partitions, which also contain some basic
important data of the file system. In contrast, the boot sectors of Linux partitions
are initially empty after setting up a file system other than XFS. Therefore, a
Linux partition is not bootable by itself, even if it contains a kernel and a valid
root file system. A boot sector with valid code for booting the system has the
same magic number as the MBR in its last two bytes (AA55).

11.1 Booting with GRUB

GRUB comprises two stages. Stage 1 consists of 512 bytes and its only task is to
load the second stage of the boot loader. Subsequently, stage 2 is loaded. This stage
contains the main part of the boot loader.

In some configurations, an intermediate stage 1.5 can be used, which locates and
loads stage 2 from an appropriate file system. If possible, this method is chosen by
default on installation or when initially setting up GRUB with YaST.

Stage 2 is able to access many file systems. Currently, ext2, ext3, ReiserFS, Minix,
and the DOS FAT file system used by Windows are supported. To a certain extent,
XFS, and UFS and FFS used by BSD systems are also supported. Since version 0.95
GRUB is also able to boot from a CD or DVD containing an ISO 9660 standard file
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system pursuant to the “El Torito” specification. Even before the system is booted,
GRUB can access file systems of supported BIOS disk devices (floppy disks or hard
disks, CD drives and DVD drives detected by the BIOS). Therefore, changes to the
GRUB configuration file (menu. 1st) do not require a new installation of the boot
manager. When the system is booted, GRUB reloads the menu file with the valid
paths and partition data of the kernel or the initial RAM disk (initrd) and locates
these files.

The actual configuration of GRUB is based on four files that are described below:

/boot/grub/menu.lst
This file contains all information about partitions or operating systems that
can be booted with GRUB. Without this information, the GRUB command
line prompts the user for how to proceed (see Section 11.1.1.3, “Editing Menu
Entries during the Boot Procedure” (page 127) for details).

/boot/grub/device.map
This file translates device names from the GRUB and BIOS notation to Linux
device names.

/etc/grub.conf
This file contains the commands, parameters and options the GRUB shell needs
for installing the boot loader correctly.

/etc/sysconfig/bootloader
This file is read by the perl-bootloader library which is used when configuring
the boot loader with YaST and every time a new kernel is installed. It contains
configuration options (such as kernel parameters) that will be added by default to
the boot loader configuration file.

GRUB can be controlled in various ways. Boot entries from an existing configuration
can be selected from the graphical menu (splash screen). The configuration is loaded
from the file menu. 1st.

In GRUB, all boot parameters can be changed prior to booting. For example, errors
made when editing the menu file can be corrected in this way. Boot commands

can also be entered interactively at a kind of input prompt. For details, see

Section 11.1.1.3, “Editing Menu Entries during the Boot Procedure” (page 127).
GRUB offers the possibility of determining the location of the kernel and the
initrd prior to booting. In this way, you can even boot an installed operating
system for which no entry exists in the boot loader configuration.
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GRUB actually exists in two versions: as a boot loader and as a normal Linux
program in /usr/sbin/grub. The latter is referred to as the GRUB shell. 1t
provides an emulation of GRUB in the installed system and can be used to install
GRUB or test new settings before applying them. The functionality to install GRUB
as the boot loader on a hard disk or floppy disk is integrated in GRUB in the form of
the command setup. This is available in the GRUB shell when Linux is loaded.

11.1.1 The File /boot/grub/menu.lst

The graphical splash screen with the boot menu is based on the GRUB configuration
file /boot /grub/menu. lst, which contains all information about all partitions
or operating systems that can be booted by the menu.

Every time the system is booted, GRUB loads the menu file from the file system.
For this reason, GRUB does not need to be reinstalled after every change to the
file. Use the YaST boot loader to modify the GRUB configuration as described in
Section 11.2, “Configuring the Boot Loader with YaST” (page 132).

The menu file contains commands. The syntax is very simple. Every line contains
a command followed by optional parameters separated by spaces like in the shell.
For historical reasons, some commands permit an = in front of the first parameter.
Comments are introduced by a hash (#).

To identify the menu items in the menu overview, set a t it 1e for every entry.
The text (including any spaces) following the keyword tit le is displayed as a
selectable option in the menu. All commands up to the next t it 1e are executed
when this menu item is selected.

The simplest case is the redirection to boot loaders of other operating systems. The
command is chainloader and the argument is usually the boot block of another
partition, in GRUB block notation. For example:

chainloader (hdO,3)+1

The device names in GRUB are explained in Section 11.1.1.1, “Naming Conventions
for Hard Disks and Partitions” (page 125). This example specifies the first block
of the fourth partition of the first hard disk.

Use the command kernel to specify a kernel image. The first argument is the path
to the kernel image in a partition. The other arguments are passed to the kernel on its
command line.
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If the kernel does not have built-in drivers for access to the root partition or a recent
Linux system with advanced hotplug features is used, initrd must be specified
with a separate GRUB command whose only argument is the path to the initrd
file. Because the loading address of the initrd is written into the loaded kernel
image, the command initrd must follow after the kernel command.

The command root simplifies the specification of kernel and initrd files. The

only argument of root is a device or a partition. This device is used for all kernel,
initrd, or other file paths for which no device is explicitly specified until the next
root command.

The boot command is implied at the end of every menu entry, so it does not

need to be written into the menu file. However, if you use GRUB interactively for
booting, you must enter the boot command at the end. The command itself has no
arguments. It merely boots the loaded kernel image or the specified chain loader.

After writing all menu entries, define one of them as the default entry. Otherwise,
the first one (entry 0) is used. You can also specify a time-out in seconds after
which the default entry should boot. t imeout and default usually precede the
menu entries. An example file is described in Section 11.1.1.2, “An Example Menu
File” (page 126).

11.1.1.1 Naming Conventions for Hard Disks and
Partitions

The naming convention GRUB uses for hard disks and partitions differ from

that used for normal Linux devices. It more closely resembles the simple disk
enumeration the BIOS does and the syntax is similar to that used in some BSD
derivatives. In GRUB, the numbering of the partitions start with zero. This means
that (hdO, 0) is the first partition of the first hard disk. On a common desktop
machine with a hard disk connected as primary master, the corresponding Linux
device name is /dev/sdal.

The four possible primary partitions are assigned the partition numbers 0 to 3. The
logical partitions are numbered from 4:

( ) first primary partition of the first hard disk

( ) second primary partition

(hdo0, 2) third primary partition

( ) fourth primary partition (usually an extended partition)
( ) first logical partition
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(hd0, 5) second logical partition

Being dependent on BIOS devices, GRUB does not distinguish between PATA
(IDE), SATA, SCSI, and hardware RAID devices. All hard disks recognized by the
BIOS or other controllers are numbered according to the boot sequence preset in the
BIOS.

Unfortunately, it is often not possible to map the Linux device names to BIOS device
names exactly. It generates this mapping with the help of an algorithm and saves it to
the file device .map, which can be edited if necessary. Information about the file
device.map is available in Section 11.1.2, “The File device.map” (page 128).

A complete GRUB path consists of a device name written in parentheses and the path
to the file in the file system in the specified partition. The path begins with a slash.
For example, the bootable kernel could be specified as follows on a system with a
single PATA (IDE) hard disk containing Linux in its first partition:

(hd0, 0) /boot/vmlinuz

11.1.1.2 An Example Menu File

The following example shows the structure of a GRUB menu file. The example
installation has a Linux boot partition under /dev/sda5, a root partition under /
dev/sda7 and a Windows installation under /dev/sdal.

gfxmenu (hdo0, 4) /boot/messageo
color white/blue black/light-gray®
default 0©

timeout 8@

title linux@®
root (hdo0, 4)
kernel /boot/vmlinuz root=/dev/sda7 vga=791 resume=/dev/sda9
initrd /boot/initrd

title windows®
rootnoverify (hd0,0)
chainloader +1

title floppyo
rootnoverify (hdoO,0)
chainloader (£d0)+1

title failsafe®
root (hd0,4)
kernel /boot/vmlinuz.shipped root=/dev/sda7 ide=nodma \
apm=off acpi=off vga=normal nosmp maxcpus=0 3 noresume
initrd /boot/initrd.shipped
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The first block defines the configuration of the splash screen:

(2]

The background image message is located in the /boot directory of the /
dev/sdab partition.

Color scheme: white (foreground), blue (background), black (selection) and
light gray (background of the selection). The color scheme has no effect on the
splash screen, only on the customizable GRUB menu that you can access by
exiting the splash screen with Esc.

The first (0) menu entry title linux is booted by default.

After eight seconds without any user input, GRUB automatically boots the
default entry. To deactivate automatic boot, delete the t imeout line. If you set
timeout 0, GRUB boots the default entry immediately.

The second and largest block lists the various bootable operating systems. The
sections for the individual operating systems are introduced by title.

(5]

(7]

(8]

The first entry (title 1linux) is responsible for booting SUSE Linux
Enterprise Server. The kernel (vm1inuz) is located in the first logical partition
(the boot partition) of the first hard disk. Kernel parameters, such as the root
partition and VGA mode, are appended here. The root partition is specified
according to the Linux naming convention (/dev/sda7/) because this
information is read by the kernel and has nothing to do with GRUB. The
initrd is also located in the first logical partition of the first hard disk.

The second entry is responsible for loading Windows. Windows is booted
from the first partition of the first hard disk (hd0, 0). The command
chainloader +1 causes GRUB to read and execute the first sector of the
specified partition.

The next entry enables booting from floppy disk without modifying the BIOS
settings.

The boot option failsafe starts Linux with a selection of kernel parameters
that enables Linux to boot even on problematic systems.

The menu file can be changed whenever necessary. GRUB then uses the modified
settings during the next boot. Edit the file permanently using YaST or an editor of
your choice. Alternatively, make temporary changes interactively using the edit
function of GRUB. See Section 11.1.1.3, “Editing Menu Entries during the Boot
Procedure” (page 127).

11.1.1.3 Editing Menu Entries during the Boot
Procedure
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In the graphical boot menu, select the operating system to boot with the arrow keys.
If you select a Linux system, you can enter additional boot parameters at the boot
prompt. To edit individual menu entries directly, press ESc to exit the splash screen
and get to the GRUB text-based menu then press E. Changes made in this way only
apply to the current boot and are not adopted permanently.

IMPORTANT: Keyboard Layout during the Boot Procedure

The US keyboard layout is the only one available when booting. See
Figure 36.3, “US Keyboard Layout” (page 560).

Editing menu entries facilitates the repair of a defective system that can no longer be
booted, because the faulty configuration file of the boot loader can be circumvented
by manually entering parameters. Manually entering parameters during the boot
procedure is also useful for testing new settings without impairing the native system.

After activating the editing mode, use the arrow keys to select the menu entry of the
configuration to edit. To make the configuration editable, press E again. In this way,
edit incorrect partitions or path specifications before they have a negative effect on
the boot process. Press Enter to exit the editing mode and return to the menu. Then
press B to boot this entry. Further possible actions are displayed in the help text at the
bottom.

To enter changed boot options permanently and pass them to the kernel, open the
file menu. 1st as the user root and append the respective kernel parameters to the
existing line, separated by spaces:

title linux
root (hd0, 0)
kernel /vmlinuz root=/dev/sda3 additional parameter
initrd /initrd

GRUB automatically adopts the new parameters the next time the system is booted.
Alternatively, this change can also be made with the YaST boot loader module.
Append the new parameters to the existing line, separated by spaces.

11.1.2 The File device.map

The file device.map maps GRUB and BIOS device names to Linux device names.
In a mixed system containing PATA (IDE) and SCSI hard disks, GRUB must try to
determine the boot sequence by a special procedure, because GRUB may not have
access to the BIOS information on the boot sequence. GRUB saves the result of this
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analysis in the file /boot /grub/device.map. Example device .map files for
a system on which the boot sequence in the BIOS is set to PATA before SCSI could
look as follows:

(£d40) /dev/£d0
(hd0) /dev/sda
(hdl) /dev/sdb

or

(£d0) /dev/£d0
(hd0) /dev/disk-by-id/DISKI1 ID
(hdl) /dev/disk-by-id/DISK2 ID

Because the order of PATA (IDE), SCSI and other hard disks depends on various
factors and Linux is not able to identify the mapping, the sequence in the file
device.map can be set manually. If you encounter problems when booting, check
if the sequence in this file corresponds to the sequence in the BIOS and use the
GRUB prompt to modify it temporarily, if necessary. After the Linux system has
booted, the file device .map can be edited permanently with the YaST boot loader
module or an editor of your choice.

NOTE: Maximum Number of Hard Disks

To address a hard disk, GRUB uses BIOS services. This is done via the
software interrupt Int13h. Since Int13h is limited to handling a maximum
number of eight disks, GRUB can only boot from the disks handled by
Int13h, even if there are more disks present (which is often the case on
multipath systems). The device.map file created during the installation
will therefore only contain a maximum number of the eight disks handled
by Int13h.

After manually changing device.map, execute the following command to
reinstall GRUB. This command causes the file device .map to be reloaded and the
commands listed in grub . conf to be executed:

grub —--batch < /etc/grub.conf

11.1.3 The File /etc/grub.conf

The third important GRUB configuration file after menu. 1st and device.map
is /etc/grub. conf. This file contains the commands, parameters and options the
GRUB shell needs for installing the boot loader correctly:

setup —--stage2=/boot/grub/stage2 —--force-lba (hd0,1) (hd0,1)
quit
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This command tells GRUB to automatically install the boot loader to the second
partition on the first hard disk (hd0,1) using the boot images located on the same
partition. The ——stage2=/boot/grub/stage?2 parameter is needed to install
the stage?2 image from a mounted file system. Some BIOSes have a faulty LBA
support implementation, ——force—-1ba provides a solution to ignore them.

11.1.4 The File /etc/sysconfig/bootloader

This configuration file is only used when configuring the boot loader with YaST and
every time a new kernel is installed. It is evaluated by the perl-bootloader library
which modifies the boot loader configuration file (for example /boot /grub/
menu. lst for GRUB) accordingly. /etc/sysconfig/bootloader isnota
GRUB specific configuration file - the values are applied to any boot loader installed
on SUSE Linux Enterprise Server.

NOTE: Boot loader Configuration after a Kernel Update

Every time a new kernel is installed, the perl-bootloader writes a new boot
loader configuration file (for example /boot /grub/menu. 1st for GRUB)
using the defaults specified in /etc/sysconfig/bootloader. If you
are using a customized set of kernel parameters, make sure to adjust the
relevant defaults in /etc/sysconfig/bootloader according to your
needs.

LOADER_TYPE
Specifies the boot loader installed on the system (e.g. GRUB or LILO). Do not
modify—use YaST to change the boot loader as described in Procedure 11.6,
“Changing the Boot Loader Type” (page 137).

DEFAULT_VGA / FAILSAFE_VGA / XEN_VGA
Screen resolution and color depth of the framebuffer used during booting are
configured with the kernel parameter vga. These values define which resolution
and color depth to use for the default boot entry, the failsafe and the XEN entry.
The following values are valid:

Table 11.1: Screen Resolution and Color Depth Reference

640x480 800x600 1024x768 | 1280x1024 1600x1200

8bit 0x301 0x303 0x305 0x307 0x31C
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640x480 800x600 1024x768 | 1280x1024 1600x1200

15bit 0x310 0x313 0x316 0x319 0x31D
16bit 0x311 0x314 0x317 0x31A 0x31E
24bit 0x312 0x315 0x318 0x31B 0x31F

DEFAULT_APPEND / FAILSAFE_APPEND / XEN_KERNEL_APPEND
Kernel parameters (other than vga) that are automatically appended to the
default, failsafe and XEN boot entries in the boot loader configuration file.

CYCLE_DETECTION / CYCLE_NEXT_ENTRY
Configure whether to use boot cycle detection and if so, which alternative
entry from /boot /grub/menu. lst to boot in case of a reboot cycle (e.g.
Failsafe). See /usr/share/doc/packages/bootcycle/README
for detailed information.

11.1.5 Setting a Boot Password

Even before the operating system is booted, GRUB enables access to file systems.
Users without root permissions can access files in your Linux system to which they
have no access once the system is booted. To block this kind of access or to prevent
users from booting certain operating systems, set a boot password.

IMPORTANT: Boot Password and Splash Screen

If you use a boot password for GRUB, the usual splash screen is not
displayed.

As the user root, proceed as follows to set a boot password:

1 At the root prompt, encrypt the password using grub-md5-crypt:
# grub-md5-crypt
Password: ****

Retype password: ****
Encrypted: $1$1S2dv/$J0YcdxIn7CJk9xShzzIVw/

2 Paste the encrypted string into the global section of the file menu. 1st:
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gfxmenu (hd0,4) /message

color white/blue black/light-gray

default 0

timeout 8

password —-md5 $1$1S2dv/$J0YcdxIn7CJk9xShzzIVw/

Now GRUB commands can only be executed at the boot prompt after pressing
P and entering the password. However, users can still boot all operating systems
from the boot menu.

3 To prevent one or several operating systems from being booted from the boot
menu, add the entry 1ock to every section in menu. 1st that should not be
bootable without entering a password. For example:
title linux

kernel (hd0,4)/vmlinuz root=/dev/sda7 vga=791

initrd (hd0,4)/initrd
lock

After rebooting the system and selecting the Linux entry from the boot menu, the
following error message is displayed:

Error 32: Must be authenticated

Press Enter to enter the menu. Then press P to get a password prompt. After
entering the password and pressing Enter, the selected operating system (Linux in
this case) should boot.

11.2 Configuring the Boot Loader
with YaST

The easiest way to configure the boot loader in your SUSE Linux Enterprise Server
system is to use the YaST module. In the YaST Control Center, select System > Boot
Loader. As in Figure 11.1, “Boot Loader Settings” (page 133), this shows the
current boot loader configuration of your system and allows you to make changes.
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Figure 11.1: Boot Loader Settings
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Use the Section Management tab to edit, change and delete boot loader sections for
the individual operating systems. To add an option, click Add. To change the value
of an existing option, select it with the mouse and click Edit. To remove an existing
entry, select it and click Delete. If you are not familiar with boot loader options, read
Section 11.1, “Booting with GRUB” (page 122) first.

Use the Boot Loader Installation tab to view and change settings related to type,
location and advanced loader settings.

Click Other to access advanced configuration options. The build-in editor lets you
change the GRUB configuration files. For details, see Section 11.1, “Booting with
GRUB” (page 122). You can also delete the existing configuration and Start from
Scratch or let YaST Propose a New Configuration. It is also possible to write the
configuration to disk or reread the configuration from the disk. To restore the original
Master Boot Record (MBR) that was saved during the installation, choose Restore
MBR of Hard Disk.

11.2.1 Adjusting the Default Boot Entry

To change the system that is booted by default, proceed as follows:
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Procedure 11.1: Setting the Default System

1 Open the Section Management tab.
2 Select the desired entry from the list.
3 Click Set as Default.

4 Click OK to activate these changes.

11.2.2 Modifying the Boot Loader
Location

To modify the location of the boot loader, follow these steps:
Procedure 11.2: Changing the Boot Loader Location

1 Select the Boot Loader Installation tab and then choose one of the following
options for Boot Loader Location:

Boot from Master Boot Record
This installs the boot loader in the MBR of the first disk (according to the
boot sequence preset in the BIOS).

Boot from Root Partition
This installs the boot loader in the boot sector of the / partition (this is the
default).

Boot from Boot Partition
This installs the boot loader in the boot sector of the /boot partition.

Boot from Extended Partition
This installs the boot loader in the extended partition container.

Custom Boot Partition
Use this option to specify the location of the boot loader manually.

2 Click OK to apply your changes.
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11.2.3 Changing the Boot Loader Time-
Out

The boot loader does not boot the default system immediately. During the time-out,
you can select the system to boot or write some kernel parameters. To set the boot
loader time-out, proceed as follows:

Procedure 11.3: Changing the Boot Loader Time-Out
1 Open the Boot Loader Installation tab.

2 Click Boot Loader Options.

3 Change the value of Time-Out in Seconds by typing in a new value and clicking
the appropriate arrow key with your mouse, or by using the arrow keys on the
keyboard.

4 Click OK twice to save the changes.

WARNING: Timeout of 0 Seconds

When setting the timeout to 0 seconds, you will not be able to access
GRUB during boot time. When having set the default boot option to a non-
Linux operation system at the same time, this effectively disables access to
the Linux system.

11.2.4 Setting a Boot Password

Using this YaST module, you can also set a password to protect booting. This gives
you an additional level of security.

Procedure 11.4: Setting a Boot Loader Password
1 Open the Boot Loader Installation tab.

2 Click Boot Loader Options.

3 Activate the Protect Boot Loader with Password option with a click and type in
your Password twice.
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4 Click OK twice to save the changes.

11.2.5 Adjusting the Disk Order

If your computer has more than one hard disk, you can specify the boot sequence
of the disks to match the BIOS setup of the machine (see Section 11.1.2, “The File
device.map” (page 128)). To do so, proceed as follows:

Procedure 11.5: Setting the Disk Order

1 Open the Boot Loader Installation tab.
2 Click Boot Loader Installation Details.

3 If more than one disk is listed, select a disk and click Up or Down to reorder the
displayed disks.

4 Click OK two times to save the changes.

11.2.6 Configuring Advanced Options

Advanced boot options can be configured via Boot Loader Installation > Boot
Loader Options. Normally, it should not be necessary to change the default settings.

Set Active Flag in Partition Table for Boot Partition
Activates the partition that contains the boot loader. Some legacy operating
systems (such as Windows 98) can only boot from an active partition.

Write Generic Boot Code to MBR
Replaces the current MBR with generic, operating system independent code.

Debugging Flag
Sets GRUB in debug mode where it displays messages to show disk activity.

Hide Boot Menu
Hides the boot menu and boots the default entry.

WARNING

When hiding the boot menu, you will not be able to access GRUB
during boot time. When having set the default boot option to a non-
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Linux operation system at the same time, this effectively disables
access to the Linux system.

Use Trusted GRUB
Starts the Trusted GRUB which supports trusted computing functionality.

Graphical Menu File
Path to the graphics file used when displaying the boot screen.

Serial Connection Parameters
If your machine is controlled via a serial console, you can specify which
COM port to use at which speed. Also set Terminal Definition to “serial”. See
info gruborhttp://www.gnu.org/software/grub/manual/
grub.html for details.

Use Serial Console
If your machine is controlled via a serial console, activate this option and
specify which COM port to use at which speed. See info gruborhttp://
wWww.gnu.org/software/grub/manual/grub.html#Serial-
terminal

11.2.7 Changing Boot Loader Type

Set the boot loader type in Boot Loader Installation. The default boot loader in SUSE
Linux Enterprise Server is GRUB. To use LILO or ELILO, proceed as follows:

WARNING: LILO is unsupported

Using LILO is not recommended—it is unsupported on SUSE Linux
Enterprise Server. Only use it in special cases.

Procedure 11.6: Changing the Boot Loader Type

1 Select the Boot Loader Installation tab.

2 For Boot Loader, select LILO.

3 In the dialog box that opens, select one of the following actions:

Propose New Configuration
Have YaST propose a new configuration.

The Boot Loader GRUB

137


http://www.gnu.org/software/grub/manual/grub.html
http://www.gnu.org/software/grub/manual/grub.html
http://www.gnu.org/software/grub/manual/grub.html#Serial-terminal
http://www.gnu.org/software/grub/manual/grub.html#Serial-terminal
http://www.gnu.org/software/grub/manual/grub.html#Serial-terminal

138

Convert Current Configuration
Have YaST convert the current configuration. When converting the

configuration, some settings may be lost.

Start New Configuration from Scratch
Write a custom configuration. This action is not available during the

installation of SUSE Linux Enterprise Server.

Read Configuration Saved on Disk
Load your own /etc/1ilo.conf. This action is not available during the

installation of SUSE Linux Enterprise Server.
4 Click OK two times to save the changes.

During the conversion, the old GRUB configuration is saved to the disk. To use it,
simply change the boot loader type back to GRUB and choose Restore Configuration
Saved before Conversion. This action is available only on an installed system.

NOTE: Custom Boot Loader

To use a boot loader other than GRUB or LILO, select Do Not Install Any
Boot Loader. Read the documentation of your boot loader carefully before

choosing this option.

11.3 Uninstalling the Linux Boot
Loader

YaST can be used to uninstall the Linux boot loader and restore the MBR to the state
it had prior to the installation of Linux. During the installation, YaST automatically
creates a backup copy of the original MBR and restores it upon request.

To uninstall GRUB, start YaST and click System > Boot Loader to start the boot
loader module. Select Other > Restore MBR of Hard Disk and confirm with Yes,

Rewrite.

11.4 Creating Boot CDs
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If problems occur while booting your system using a boot manager or if the boot
manager cannot be installed on your hard disk disk, it is also possible to create a
bootable CD with all the necessary start-up files for Linux. This requires a CD writer
be installed in your system.

Creating a bootable CD-ROM with GRUB merely requires a special form of stage?2
called stage2_eltorito and, optionally, a customized menu . 1st. The classic
files stagel and stage?2 are not required.

Procedure 11.7: Creating Boot CDs

1 Change into a directory in which to create the ISO image, for example: cd /tmp

2 Create a subdirectory for GRUB and change into the newly created i so directory:

mkdir -p iso/boot/grub && cd iso

3 Copy the kernel, the files stage2_eltorito, initrd, menu. lst and
message to iso/boot/:

cp /boot/vmlinuz boot/

cp /boot/initrd boot/

cp /boot/message boot/

cp /usr/lib/grub/stage2_eltorito boot/grub
cp /boot/grub/menu.lst boot/grub

In some cases (when booting multiple operating systems, for example) it may be
useful to also copy /boot /grub/device.map to boot/grub.

4 Replace the root (hdx, y) entries with root (cd) to point to the
CD_ROM device. You may also need to adjust the paths to the message
file, the kernel and the initrd—they need to point to /boot /message, /
boot/vmlinuz and /boot/initrd, respectively. After having made the
adjustments, menu . Lst should look similar to the following example:

timeout 8
default 0
gfxmenu (cd)/boot/message

title Linux
root (cd)
kernel /boot/vmlinuz root=/dev/sdab5 vga=794 resume=/dev/sdal \
splash=verbose showopts
initrd /boot/initrd

Use splash=silent instead of splash=verbose to prevent the boot
messages from appearing during the boot procedure.
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5 Create the ISO image with the following command:

genisoimage -R -b boot/grub/stage2_eltorito -no-emul-boot \
-boot-load-size 4 -boot-info-table -iso-level 2 -input-charset utf-8 \
-0 grub.iso /tmp/iso

6 Write the resulting file grub. iso to a CD using your preferred utility. Do not
burn the ISO image as a data file, but use the option for burning a CD image in
your burning utility.

11.5 The Graphical SUSE Screen

The graphical SUSE screen is displayed on the first console if the option
vga=value is used as a kernel parameter. If you install using YaST, this option is
automatically activated in accordance with the selected resolution and the graphics
card. There are three ways to disable the SUSE screen, if desired:

Disabling the SUSE Screen When Necessary
Enter the command echo 0 >/proc/splash onthe command line to
disable the graphical screen. To activate it again, enter echo 1 >/proc/
splash.

Disabling the SUSE screen by default.
Add the kernel parameter splash=0 to your boot loader configuration.
Chapter 11, The Boot Loader GRUB (page 121) provides more information
about this. However, if you prefer the text mode (the default in earlier versions)
set vga=normal.

Completely Disabling the SUSE Screen
Compile a new kernel and disable the option Use splash screen instead of
boot logo in framebuffer support. Disabling framebuffer support in the kernel
automatically disables the splash screen, as well.

WARNING: No Support

SUSE cannot provide any support for your system if you run it with a
custom kernel.

11.6 Troubleshooting
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This section lists some of the problems frequently encountered when booting

with GRUB and a short description of possible solutions. Some of the problems
are covered in articles in the Knowledge base at http://www.suse.com/
support. Use the search dialog to search for keywords like GRUB, boot and boot
loader.

GRUB and XFS
XFS leaves no room for stagel in the partition boot block. Therefore, do not
specify an XFS partition as the location of the boot loader. This problem can be
solved by creating a separate boot partition that is not formatted with XFS.

GRUB Reports GRUB Geom Error
GRUB checks the geometry of connected hard disks when the system is booted.
Sometimes, the BIOS returns inconsistent information and GRUB reports a
GRUB Geom Error. In this case, update the BIOS.

GRUB also returns this error message if Linux was installed on an additional
hard disk that is not registered in the BIOS. stage! of the boot loader is found
and loaded correctly, but stage2 is not found. This problem can be remedied by
registering the new hard disk in the BIOS.

System Containing Several Hard Disks Does Not Boot
During the installation, YaST may have incorrectly determined the boot
sequence of the hard disks. For example, GRUB may regard the PATA (IDE)
disk as hd0 and the SCSI disk as hd1, although the boot sequence in the BIOS
is reversed (SCSI before PATA).

In this case, correct the hard disks during the boot process with the help of the
GRUB command line. After the system has booted, edit device .map to apply
the new mapping permanently. Then check the GRUB device names in the files
/boot/grub/menu.lst and /boot/grub/device.map and reinstall
the boot loader with the following command:

grub --batch < /etc/grub.conf
Booting Windows from the Second Hard Disk
Some operating systems, such as Windows, can only boot from the first hard

disk. If such an operating system is installed on a hard disk other than the first
hard disk, you can effect a logical change for the respective menu entry.

title windows
map (hd0) (hdl)

The Boot Loader GRUB 141


http://www.suse.com/support
http://www.suse.com/support

map (hdl) (hd0)
chainloader (hdl,0)+1

In this example, Windows is started from the second hard disk. For this purpose,
the logical order of the hard disks is changed with map. This change does not
affect the logic within the GRUB menu file. Therefore, the second hard disk
must be specified for chainloader.

11.7 For More Information

Extensive information about GRUB is available at http: //www.gnu.org/
software/grub/. Also refer to the grub info page. You can also search
for the keyword “GRUB” in the Technical Information Search at http://
www.novell.com/support to get information about special issues.
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UEFI (Unified Extensible
Firmware Interface)

UEFI (Unified Extensible Firmware Interface) is the interface between the firmware
that comes with the system hardware, all the hardware components of the system,
and the operating system.

UEFI is becoming more and more available on PC systems and thus is replacing the
traditional PC-BIOS. UEFI, for example, properly supports 64-bit systems and offers
secure booting (“Secure Boot”, firmware version 2.3.1c or better required), which is
one of its most important features. Last but not least, with UEFI a standard firmware
will become available on all x86 platforms.

UEFI additionally offers the following advantages:

* Booting from large disks (over 2 TiB) with a GUID Partition Table (GPT).

* CPU-independent architecture and drivers.

* Flexible pre-OS environment with network capabilities.

CSM (Compatibility Support Module) to support booting legacy operating systems
via a PC-BIOS-like emulation.

For more information, see http://en.wikipedia.org/wiki/
Unified_Extensible_Firmware_Interface. The following sections are
not meant as a general UEFI overview; these are just hints about how some features
are implemented in SUSE Linux Enterprise.
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12.1 Secure Boot

In the world of UEFI, securing the bootstrapping process means establishing a chain
of trust. The “platform” is the root of this chain of trust; in the context of SUSE
Linux Enterprise, the motherboard and the on-board firmware could be considered
the “platform”. Or, put slightly differently, it is the hardware vendor, and the chain
of trust flows from that hardware vendor to the component manufacturers, the OS
vendors, etc.

The trust is expressed via public key cryptography. The hardware vendor puts a so-
called Platform Key (PK) into the firmware, representing the root of trust. The trust
relationship with operating system vendors and others is documented by signing their
keys with the Platform Key.

Finally, security is established by requiring that no code will be executed by the
firmware unless it has been signed by one of these “trusted” keys—be it an OS boot
loader, some driver located in the flash memory of some PCI Express card or on
disk, or be it an update of the firmware itself.

Essentially, if you want to use Secure Boot, you need to have your OS loader signed
with a key trusted by the firmware, and you need the OS loader to verify that the
kernel it loads can be trusted.

Key Exchange Keys (KEK) can be added to the UEFI key database. This way, you
can use other certificates, as long as they are signed with the private part of the PK.

12.1.1 Implementation on SUSE Linux
Enterprise

Microsoft’s Key Exchange Key (KEK) is installed by default.

NOTE: GUID Partitioning Table (GPT) Required

The Secure Boot feature requires that a GUID Partitioning Table (GPT)
replaces the old partitioning with a Master Boot Record (MBR).

If YaST detects EFI mode during the installation, it will try to create a GPT
partition. UEFI expects to find the EFI programs on a FAT-formatted EFI
System Partition (ESP).
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Supporting UEFI Secure Boot essentially requires having a boot loader with a digital
signature that the firmware recognizes as a trusted key. In order to be useful to SUSE
Linux Enterprise customers, that key is trusted by the firmware a priori, without
requiring any manual intervention.

There are two ways of getting there. One is to work with hardware vendors to have
them endorse a SUSE key, which SUSE then signs the boot loader with. The other
way is to go through Microsoft’s Windows Logo Certification program to have the
boot loader certified and have Microsoft recognize the SUSE signing key (i.e., have
it signed with their KEK). By now, SUSE got the loader signed by UEFI Signing
Service (that's Microsoft in this case).
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Figure 12.1: UEFI: Secure Boot Process

At the implementation layer, SUSE uses the shim loader—it is a smart solution that
avoids legal issues, and simplifies the certification and signing step considerably.
The shim loader’s job is to load a boot loader such as eLILO or GRUB2 and verify
it; this boot loader in turn will load kernels signed by a SUSE key only. SUSE
provides this functionality with SLE11 SP3 on fresh installations with UEFI Secure
Boot enabled.

There are two types of trusted users:
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* First, those who hold the keys. The Platform Key (PK) allows almost everything.
The Key Exchange Key (KEK) allows all a PK can except changing the PK.

» Second, anyone with physical access to the machine. A user with physical access
can reboot the machine, and configure UEFI.

UEFI offers two types of variables to fulfill the needs of those users:

» The first is the so-called “Authenticated Variables”, which can be updated from
both within the boot process (the so-called Boot Services Environment) and the
running OS, but only when the new value of the variable is signed with the same
key that the old value of the variable was signed with. And they can only be
appended to or changed to a value with a higher serial number.

* The second is the so-called “Boot Services Only Variables”. These variables
are accessible to any code that runs during the boot process. After the
boot process ends and before the OS starts, the boot loader must call the
ExitBootServices call. After that, these variables are no longer accessible,
and the OS cannot touch them.

The various UEFI key lists are of the first type, as this allows online updating,
adding, and blacklisting of keys, drivers, and firmware fingerprints. It is the second
type of variable, the “Boot Services Only Variable”, that helps to implement Secure
Boot, in a matter that is both secure and open source friendly, and thus compatible
with GPLv3.

SUSE starts with shim—a small and simple EFI boot loader—which was originally
developed by Fedora. It is signed by a certificate signed by the SUSE KEK and a
Microsoft-issued certificate, based on which KEKs are available in the UEFI key
database on the system.

This allows shim to load and execute.

shim then goes on to verify that the boot loader it wants to load is trusted. In a
default situation shim will use an independent SUSE certificate embedded in its
body. In addition, shim will allow to “enroll” additional keys, overriding the default
SUSE key. In the following, we call them “Machine Owner Keys” or MOKs for
short.

Next the boot loader will verify and then boot the kernel, and the kernel will do the
same on the modules.
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12.1.2 MOK (Machine Owner Key)

If the user (“machine owner”) wants to replace any components of the boot process,
Machine Owner Keys (MOKs) are to be used. The mokuti1ls tool will help with
signing components and managing MOKs.

The enrollment process begins with rebooting the machine and interrupting the boot
process (e.g., pressing a key) when shim loads. shim will then go into enrollment
mode, allowing the user to replace the default SUSE key with keys from a file on the
boot partition. If the user chooses to do so, shim will then calculate a hash of that
file and put the result in a “Boot Services Only” variable. This allows shim to detect
any change of the file made outside of Boot Services and thus avoid tampering with
the list of user-approved MOKs.

All of this happens during boot time—only verified code is executing now.
Therefore, only a user present at the console can use the machine owner's set of keys.
It cannot be malware or a hacker with remote access to the OS because hackers or
malware can only change the file, but not the hash stored in the “Boot Services Only
variable.

E3)

The boot loader, once loaded and verified by shim, will call back to shim when it
wants to verify the kernel—to avoid duplication of the verification code. Shim will
use the same list of MOKSs for this and tell the boot loader whether it can load the
kernel.

This way, you can install your own kernel or boot loader. It is only necessary to
install a new set of keys and authorize them by being physically present during the
first reboot. Because MOKs are a list and not just a single MOK, you can make
shim trust keys from several different vendors, allowing dual- and multi-boot from
the boot loader.

12.1.3 Booting a Custom Kernel

The following is based on http://en.opensuse.org/
openSUSE:UEFI#Booting_a_custom_kernel.

Secure Boot does not prevent you from using a self-compiled kernel. You just must
sign it with your own certificate and make that certificate known to the firmware or
MOK.
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Create a custom X.509 key and certificate used for signing:
openssl req -new -x509 —-newkey rsa:2048 -keyout key.asc \

—-out cert.pem -nodes -days 666 —-subj "/CN=SUSER/"

For more information about creating certificates,
see http://en.opensuse.org/

openSUSE:UEFI_Image_File_Sign_Tools#Create_Your_Own_Certificate.

Package the key and the certificate as a PKCS#12 structure:

openssl pkcsl2 -export —-inkey key.asc —-in cert.pem \
—-name kernel_cert -out cert.pl2

Generate an NSS database for use with pesign:

certutil -d . -N

Import the key and the certificate contained in PKCS#12 into the NSS database:

pkl2util -d . -1 cert.pl2

“Bless” the kernel with the new signature using pesign:

pesign -n . —-c kernel_cert -i arch/x86/boot/bzImage \
-0 vmlinuz.signed -s

List the signatures on the kernel image:

pesign -n . -S -i vmlinuz.signed

At that point, you can install the kernel in /boot as usual. Because the kernel
now has a custom signature the certificate used for signing needs to be imported
into the UEFI firmware or MOK.

Convert the certificate to the DER format for import into the firmware or MOK:

openssl x509 -in cert.pem -outform der -out cert.der

Copy the certificate to the ESP for easier access:

sudo cp cert.der /boot/efi/
Use mokutil to launch the MOK list automatically.
Alternatively, this is the procedure if you want to launch MOK manually:

9a Reboot
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9b In the GRUB menu press the 'c' key.

9c Type:

chainloader $efibootdir/MokManager.efi
boot

9d Select Enroll key from disk.
9e Navigate to the cert . der file and press Enter.

9f Follow the instructions to enroll the key. Normally this should be pressing
'0" and then 'y' to confirm.

Alternatively, the firmware menu may provide ways to add a new key to
the Signature Database.

12.1.4 Using Non-Inbox Drivers

There is no support for adding non-inbox drivers (that is, drivers that do not come
with SLE) after having booted into the installation with Secure Boot enabled. The
signing key used for SolidDriver/PLDP is not trusted by default.

However, it ispossible to use third party drivers during installation with Secure Boot
enabled in two different ways:

* Add the needed keys to the firmware database via firmware/system management
tools before the installation. This option depends on the specific hardware you are
using. Consult your hardware vendor for more information.

* Use a bootable driver ISO from https://drivers.suse.com/ or your
hardware vendor to enroll the needed keys in the MOK list at first boot.

To use the bootable driver ISO to enroll the driver keys to the MOK list, follow these
steps:

1 Burn the ISO image to an empty CD/DVD media.

2 Start the installation by booting from the new CD/DVD media, having the
standard SUSE Linux Enterprise media at hand or a URL to a network installation
server.
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If doing a network installation, enter the URL of the network installation source
on the boot command line using the install= option.

If doing installation from optical media, the installer will first boot from the driver
kit and then ask to insert the first disk of the SUSE Linux Enterprise product.

3 An initrd containing updated drivers will be used for installation.

For more information, see https://drivers.suse.com/doc/Usage/
Secure_Boot_Certificate.html.

12.1.5 Limitations

When booting in Secure Boot mode, the following restrictions apply:

» Hybridified ISO images are not recognized as bootable on UEFI systems. Thus,
UEFI booting from USB devices is not supported with SP3.

» To ensure that Secure Boot cannot be easily circumvented, some kernel features
are disabled when running under Secure Boot.

* Bootloader, kernel, and kernel modules must be signed.

* kexec and kdump are disabled.

» Hibernation (suspend on disk) is disabled.

* Access to /dev/kmem and /dev/mem is not possible, not even as root user.

* Access to the I/O port is not possible, not even as root user. All X11 graphical
drivers must use a kernel driver.

* PCI BAR access through sysfs is not possible.
e custom_method in ACPI is not available.
* debugfs for asus-wmi module is not available.

* acpi_rsdp parameter does not have any effect on the kernel.
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12.2 For More Information

* http://www.uefi.org—UEFI home page where you can find the current
UEFI specifications.

* Blog posts by Olaf Kirch and Vojtéch Pavlik (the chapter above is heavily based
on these posts):

e http://www.suse.com/blogs/uefi-secure-boot-plan/

e http://www.suse.com/blogs/uefi-secure-boot-
overview/

* http://www.suse.com/blogs/uefi-secure—boot—
details/

* http://en.opensuse.org/openSUSE: UEFI —UEFI with openSUSE.
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Special System Features

This chapter starts with information about various software packages, the virtual
consoles and the keyboard layout. We talk about software components like bash,
cron and logrotate, because they were changed or enhanced during the last
release cycles. Even if they are small or considered of minor importance, users may
want to change their default behavior, because these components are often closely
coupled with the system. The chapter concludes with a section about language and
country-specific settings (I18N and L10N).

13.1 Information about Special
Software Packages

The programs bash, cron, logrotate, locate, ulimit and free are very
important for system administrators and many users. Man pages and info pages
are two useful sources of information about commands, but both are not always
available. GNU Emacs is a popular and very configurable text editor.

13.1.1 The bash Package and /etc/profile

Bash is the default system shell. When used as a login shell, it reads several
initialization files. Bash processes them in the order they appear in this list:

1. /etc/profile

2.~/ .profile
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3. /etc/bash.bashrc

4.~/ .bashrc

Make custom settings in ~/ .profile or ~/.bashrc. To ensure the correct
processing of these files, it is necessary to copy the basic settings from /etc/
skel/.profileor /etc/skel/.bashrc into the home directory of the user.
It is recommended to copy the settings from /etc/skel after an update. Execute
the following shell commands to prevent the loss of personal adjustments:

mv ~/.bashrc ~/.bashrc.old

cp /etc/skel/.bashrc ~/.bashrc
mv ~/.profile ~/.profile.old

cp /etc/skel/.profile ~/.profile

Then copy personal adjustments back from the * . 01d files.

13.1.2 The cron Package

If you want to run commands regularly and automatically in the background at
predefined times, cron is the tool to use. cron is driven by specially formatted time
tables. Some of them come with the system and users can write their own tables if
needed.

The cron tables are located in /var/spool/cron/tabs. /etc/crontab
serves as a systemwide cron table. Enter the username to run the command directly
after the time table and before the command. In Example 13.1, “Entry in /etc/
crontab” (page 154), root is entered. Package-specific tables, located in /etc/
cron.d, have the same format. See the cron man page (man cron).

Example 13.1: Entry in /etc/crontab

1-59/5 * * * * root test -x /usr/sbin/atrun && /usr/sbin/atrun

You cannot edit /et c/crontab by calling the command crontab -e. This file
must be loaded directly into an editor, then modified and saved.

A number of packages install shell scripts to the directories /etc/cron.hourly,
/etc/cron.daily, /etc/cron.weeklyand /etc/cron.monthly,
whose execution is controlled by /usr/1ib/cron/run—-crons. /usr/
lib/cron/run—-crons is run every 15 minutes from the main table (/etc/
crontab). This guarantees that processes that may have been neglected can be run
at the proper time.
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To run the hourly, daily or other periodic maintenance scripts at custom

times, remove the time stamp files regularly using /et c/crontab entries (see
Example 13.2, “/etc/crontab: Remove Time Stamp Files” (page 155), which
removes the hourly one before every full hour, the daily one once a day at 2:14
a.m., etc.).

Example 13.2: /etc/crontab: Remove Time Stamp Files

59 * * % * root rm —-f /var/spool/cron/lastrun/cron.hourly
14 2 * root rm -f /var/spool/cron/lastrun/cron.daily

29 2 6 root rm -f /var/spool/cron/lastrun/cron.weekly
44 2 1 * * root rm -f /var/spool/cron/lastrun/cron.monthly

Or you can set DAILY_TIME in /etc/sysconfig/cron to the time at which
cron.daily should start. The setting of MAX_NOT_RUN ensures that the

daily tasks get triggered to run, even if the user did not turn on the computer at
the specified DAILY_TIME for a longer period of time. The maximum value of
MAX_NOT_RUN is 14 days.

The daily system maintenance jobs are distributed to various scripts for reasons
of clarity. They are contained in the package aaa_base. /etc/cron.daily
contains, for example, the components suse . de-backup-rpmdb, suse.de~-
clean—-tmp or suse.de—-cron-local.

13.1.3 Log Files: Package logrotate

There are a number of system services (daemons) that, along with the kernel itself,
regularly record the system status and specific events onto log files. This way, the
administrator can regularly check the status of the system at a certain point in time,
recognize errors or faulty functions and troubleshoot them with pinpoint precision.
These log files are normally stored in /var/log as specified by FHS and grow on a
daily basis. The 1ogrotate package helps control the growth of these files.

Configure logrotate with the file /etc/logrotate.conf. In particular, the
include specification primarily configures the additional files to read. Programs
that produce log files install individual configuration files in /etc/logrotate.d.
For example, such files ship with the packages apache2 (/etc/logrotate.d/
apache?)and syslogd (/etc/logrotate.d/sysloq).

Example 13.3: Example for /etc/logrotate.conf

# see "man logrotate" for details
# rotate log files weekly
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weekly

# keep 4 weeks worth of backlogs
rotate 4

# create new (empty) log files after rotating old ones
create

# uncomment this if you want your log files compressed
#compress

# RPM packages drop log rotation information into this directory
include /etc/logrotate.d

# no packages own lastlog or wtmp - we'll rotate them here
#/var/log/wtmp {

# monthly

# create 0664 root utmp

# rotate 1

#1}

# system-specific logs may be also be configured here.

logrotate is controlled through cron and is called daily by /etc/cron.daily/
logrotate.

IMPORTANT

The create option reads all settings made by the administrator in /
etc/permissions*. Ensure that no conflicts arise from any personal
modifications.

13.1.4 The locate Command

locate, a command for quickly finding files, is not included in the standard scope
of installed software. If desired, install the package findutils—locate. The
updatedb process is started automatically every night or about 15 minutes after
booting the system.

13.1.5 The ulimit Command

With the ul imit (user limits) command, it is possible to set limits for the use
of system resources and to have these displayed. ulimit is especially useful
for limiting available memory for applications. With this, an application can be
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prevented from co-opting too much of the system resources and slowing or even
hanging up the operating system.

ulimit can be used with various options. To limit memory usage, use the options
listed in Table 13.1, “ulimit: Setting Resources for the User” (page 157).

Table 13.1: ulimit: Setting Resources for the User

-m The maximum resident set size

-V The maximum amount of virtual
memory available to the shell

-s The maximum size of the stack

-c The maximum size of core files
created

-a All current limits are reported

Systemwide entries can be made in /etc/profile. There, enable creation of
core files (needed by programmers for debugging). A normal user cannot increase
the values specified in /etc/profile by the system administrator, but can make
special entries in ~/ .bashrc.

Example 13.4: ulimit: Settings in ~/.bashrc

# Limits maximum resident set size (physical memory) :
ulimit -m 98304

# Limits of virtual memory:
ulimit -v 98304

Memory allocations must be specified in KB. For more detailed information, see
man bash.

IMPORTANT

Not all shells support ulimit directives. PAM (for instance, pam_limits)
offers comprehensive adjustment possibilities if you depend on
encompassing settings for these restrictions.
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13.1.6 The free Command

The free command displays the total amount of free and used physical memory and
swap space in the system, as well as the buffers and cache consumed by the kernel.
The concept of available RAM dates back to before the days of unified memory
management. The slogan free memory is bad memory applies well to Linux. As

a result, Linux has always made the effort to balance out caches without actually
allowing free or unused memory.

Basically, the kernel does not have direct knowledge of any applications or user data.
Instead, it manages applications and user data in a page cache. If memory runs short,
parts of it are written to the swap partition or to files, from which they can initially be
read with the help of the mmap command (see man mmap).

The kernel also contains other caches, such as the slab cache, where the caches
used for network access are stored. This may explain the differences between the
counters in /proc/meminfo. Most, but not all, of them can be accessed via /
proc/slabinfo.

However, if your goal is to find out how much RAM is currently being used, find this
information in /proc/meminfo.

13.1.7 Man Pages and Info Pages

For some GNU applications (such as tar), the man pages are no longer maintained.
For these commands, use the ——he1p option to get a quick overview of the info
pages, which provide more in-depth instructions. Info is GNU's hypertext system.
Read an introduction to this system by entering info info. Info pages can be
viewed with Emacs by entering emacs —f info or directly in a console with
info. You can also use tkinfo, xinfo or the help system to view info pages.

13.1.8 Selecting Man Pages Using the
man Command

To read a man page enter man man_page. If a man page with the same name
exists in different sections, they will all be listed with the corresponding section
numbers. Select the one to display. If you don't enter a section number within a few
seconds, the first man page will be displayed.
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If you want to change this to the default system behavior, set
MAN_POSIXLY CORRECT=1 in a shell initialization file such as ~/ .bashrc.

13.1.9 Settings for GNU Emacs

GNU Emacs is a complex work environment. The following sections cover the
configuration files processed when GNU Emacs is started. More information is
available at http://www.gnu.org/software/emacs/.

On start-up, Emacs reads several files containing the settings of the user, system
administrator and distributor for customization or preconfiguration. The initialization
file ~/ .emacs is installed to the home directories of the individual users from
/etc/skel. .emacs, in turn, reads the file /etc/skel/.gnu—emacs. To
customize the program, copy . gnu—emacs to the home directory (with cp /etc/
skel/.gnu-emacs ~/.gnu-emacs) and make the desired settings there.

.gnu—emacs defines the file ~/ . gnu—emacs—customas custom-file. If
users make settings with the customize options in Emacs, the settings are saved to
~/.gnu—-emacs—custom.

With SUSE Linux Enterprise Server, the emacs package installs the file site-
start.el in the directory /usr/share/emacs/site-1isp. Thefile site—-
start.el is loaded before the initialization file ~/ . emacs. Among other things,
site-start.el ensures that special configuration files distributed with Emacs
add-on packages, such as psgml, are loaded automatically. Configuration files

of this type are located in /usr/share/emacs/site-11isp, too, and always
begin with suse—start-. The local system administrator can specify systemwide
settings in default.el.

More information about these files is available in the Emacs info file under Init File:
info:/emacs/InitFile. Information about how to disable the loading of these
files (if necessary) is also provided at this location.

The components of Emacs are divided into several packages:

* The base package emacs.

* emacs—x11 (usually installed): the program with X11 support.
* emacs—nox: the program without X11 support.

* emacs—info: online documentation in info format.
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* emacs—el: the uncompiled library files in Emacs Lisp. These are not required at
runtime.

* Numerous add-on packages can be installed if needed: emacs—auctex (LaTeX),
psgml (SGML and XML), gnuserv (client and server operation) and others.

13.2 Virtual Consoles

Linux is a multiuser and multitasking system. The advantages of these features can
be appreciated even on a stand-alone PC system. In text mode, there are six virtual
consoles available. Switch between them using Alt + F1 through Alt + F6. The
seventh console is reserved for X and the tenth console shows kernel messages. More
or fewer consoles can be assigned by modifying the file /etc/inittab.

To switch to a console from X without shutting it down, use Ctrl + Alt + F1 to Ctrl +
Alt + F6. To return to X, press Alt + F7.

13.3 Keyboard Mapping

To standardize the keyboard mapping of programs, changes were made to the
following files:

/etc/inputrc

/etc/X11/Xmodmap

/etc/skel/.emacs

/etc/skel/.gnu-emacs

/etc/skel/.vimrc

/etc/csh.cshrc

/etc/termcap

/usr/share/terminfo/x/xterm
/usr/share/X11/app-defaults/XTerm
/usr/share/emacs/VERSION/site-lisp/term/*.el

These changes only affect applications that use terminfo entries or whose
configuration files are changed directly (vi, emacs, etc.). Applications not shipped
with the system should be adapted to these defaults.

Under X, the compose key (multikey) can be enabled as explained in /etc/X11/
Xmodmap.

Further settings are possible using the X Keyboard Extension (XKB). This extension
is also used by the desktop environments GNOME (gswitchit) and KDE (kxkb).
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TIP: For More Information

Information about XKB is available in the documents listed in /usr/
share/doc/packages/xkeyboard-config (part of the xkeyboard-
config package).

13.4 Language and Country-
Specific Settings

The system is, to a very large extent, internationalized and can be modified for
local needs. Internationalization (//8N) allows specific localizations (L/ON). The
abbreviations I18N and L10N are derived from the first and last letters of the words
and, in between, the number of letters omitted.

Settings are made with L.C__ variables defined in the file /etc/sysconfig/
language. This refers not only to native language support, but also to the
categories Messages (Language), Character Set, Sort Order, Time and Date,
Numbers and Money. Each of these categories can be defined directly with its own
variable or indirectly with a master variable in the file 1anguage (see the locale
man page).

RC_LC_MESSAGES,RC_LC_CTYPE,RC_LC_COLLATE, RC_LC_TIME,
RC_LC_NUMERIC, RC_LC_MONETARY
These variables are passed to the shell without the RC__ prefix and represent
the listed categories. The shell profiles concerned are listed below. The current
setting can be shown with the command locale.

RC_LC_ALL
This variable, if set, overwrites the values of the variables already mentioned.

RC_LANG
If none of the previous variables are set, this is the fallback. By default, only
RC_LANG is set. This makes it easier for users to enter their own values.

ROOT_USES_LANG

A yes or no variable. If set to no, root always works in the POSIX
environment.

Special System Features

161



162

The variables can be set with the YaST sysconfig editor (see Section 10.3.1,
“Changing the System Configuration Using the YaST sysconfig Editor” (page 118)).
The value of such a variable contains the language code, country code, encoding and
modifier. The individual components are connected by special characters:

LANG=<language> [ [_<COUNTRY>] .<Encoding>[@<Modifier>]]

13.4.1 Some Examples

You should always set the language and country codes together. Language settings
follow the standard ISO 639 available at http://www.evertype.com/
standards/is0639/is0639-en.html and http://www.loc.gov/
standards/is0639-2/. Country codes are listed in ISO 3166, see http://
en.wikipedia.org/wiki/ISO_3166.

It only makes sense to set values for which usable description files can be found in
/usr/lib/locale. Additional description files can be created from the files in
/usr/share/1i18n using the command localedef. The description files are
part of the glibc—-il8ndata package. A description file for en_US.UTF-8 (for
English and United States) can be created with:

localedef -1 en_US -f UTF-8 en_US.UTF-8

LANG=en_US.UTF-8
This is the default setting if American English is selected during installation. If
you selected another language, that language is enabled but still with UTF-8 as
the character encoding.

LANG=en_US.ISO-8859-1
This sets the language to English, country to United States and the character set
to ISO-8859-1. This character set does not support the Euro sign, but it can
be useful sometimes for programs that have not been updated to support UTF-8.
The string defining the charset (IS0-8859-1 in this case) is then evaluated by
programs like Emacs.

LANG=en_TIE@euro
The above example explicitly includes the Euro sign in a language setting. This
setting is basically obsolete now, as UTF-8 also covers the Euro symbol. It is
only useful if an application supports ISO-8859-15 and not UTF-8.
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In former releases, it was necessary to run SuSEconfig after doing any changes
to /etc/sysconfig/language. SuSEconfig then wrote the changes to /etc/
SuSEconfig/profileand /etc/SuSEconfig/csh.login. Upon login,
these files were read by /etc/profile (for the Bash) or by /etc/csh.login
(for the tcsh) .

In recent releases, /etc/SuSEconfig/profile has been replaced with /etc/
profile.d/lang.sh,and /etc/SuSEconfig/csh.login with /etc/
profile.de/lang.csh. Butif they exist, both legacy file are still read upon
login.

The process chain is now as follows:

* For the Bash: /etc/profilereads /etc/profile.d/lang. sh which, in
turn, analyzes /etc/sysconfig/language.

* For tcsh: Atlogin, /etc/csh.loginreads /etc/profile.d/lang.csh
which, in turn, analyzes /etc/sysconfig/language.

This ensures that any changes to /etc/sysconfig/language are available at
the next login to the respective shell, without having to run SuSEconfig first.

Users can override the system defaults by editing their ~/ . bashrc accordingly. For
instance, if you do not want to use the systemwide en_US for program messages,
include LC_MESSAGES=es_ES so that messages are displayed in Spanish instead.

13.4.2 Locale Settings in ~/.i18n

If you are not satisfied with locale system defaults, change the settings in ~/.118n
according to the Bash scripting syntax. Entries in ~/ . 118n override system defaults
from /etc/sysconfig/language. Use the same variable names but without
the RC__ namespace prefixes. For example, use LANG instead of RC_LANG:

LANG=cs_CZ.UTF-8
LC_COLLATE=C

13.4.3 Settings for Language Support

Files in the category Messages are, as a rule, only stored in the corresponding
language directory (like en) to have a fallback. If you set LANG to en_US and the
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message file in /usr/share/locale/en_US/LC_MESSAGES does not exist, it
falls back to /usr/share/locale/en/LC_MESSAGES.

A fallback chain can also be defined, for example, for Breton to French or for
Galician to Spanish to Portuguese:

LANGUAGE="br_FR:fr_ FR"
LANGUAGE="gl_ES:es_ES:pt_PT"

If desired, use the Norwegian variants Nynorsk and Bokmal instead (with additional
fallback to no):

LANG="nn_NO"

LANGUAGE="nn_NO:nb_NO:no"

or

LANG="nb_NO"

LANGUAGE="nb_NO:nn_NO:no"

Note that in Norwegian, LC_TIME is also treated differently.

One problem that can arise is a separator used to delimit groups of digits not being
recognized properly. This occurs if LANG is set to only a two-letter language code
like de, but the definition file glibc uses is located in /usr/share/lib/de_DE/
LC_NUMERIC. Thus LC_NUMERIC must be set to de_DE to make the separator
definition visible to the system.

13.4.4 For More Information

* The GNU C Library Reference Manual, Chapter “Locales and
Internationalization”. It is included in gl ibc—info. The package is available
from the SUSE Linux Enterprise Software Development Kit (SDK). The SDK is
an add-on product for SUSE Linux Enterprise and is available for download from
http://download.suse.com/.

* Markus Kuhn, UTF-8 and Unicode FAQ for Unix/Linux, currently at http: //
www.cl.cam.ac.uk/~mgk25/unicode.html.
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* Unicode-Howto by Bruno Haible, available at http://t1dp.org/HOWTO/
Unicode—-HOWTO-1.html.
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Printer Operation

SUSE® Linux Enterprise Server supports printing with many types of printers,
including remote network printers. Printers can be configured manually or

with YaST. For configuration instructions, refer to Section “Setting Up a

Printer” (Chapter 8, Setting Up Hardware Components with YaST, TDeployment
Guide). Both graphical and command line utilities are available for starting and
managing print jobs. If your printer does not work as expected, refer to Section 14.7,
“Troubleshooting” (page 176).

CUPS (Common Unix Printing System) is the standard print system in SUSE Linux
Enterprise Server.

Printers can be distinguished by interface, such as USB or network, and printer
language. When buying a printer, make sure that the printer has an interface (like
USB or parallel port) that is available on your hardware and a suitable printer
language. Printers can be categorized on the basis of the following three classes of
printer languages:

PostScript Printers
PostScript is the printer language in which most print jobs in Linux and Unix are
generated and processed by the internal print system. If PostScript documents
can be processed directly by the printer and do not need to be converted in
additional stages in the print system, the number of potential error sources is
reduced.

Standard Printers (Languages Like PCL and ESC/P)
Although these printer languages are quite old, they are still undergoing
expansion to address new features in printers. In the case of known printer
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languages, the print system can convert PostScript jobs to the respective printer
language with the help of Ghostscript. This processing stage is referred to as
interpreting. The best-known languages are PCL (which is mostly used by HP
printers and their clones) and ESC/P (which is used by Epson printers). These
printer languages are usually supported by Linux and produce an adequate print
result. Linux may not be able to address some special printer functions. Except
for HP developing HPLIP (HP Linux Imaging and Printing), there are currently
no printer manufacturers who develop Linux drivers and make them available to
Linux distributors under an open source license.

Proprietary Printers (Also Called GDI Printers)

These printers do not support any of the common printer languages. They
use their own undocumented printer languages, which are subject to change
when a new edition of a model is released. Usually only Windows drivers are
available for these printers. See Section 14.7.1, “Printers without Standard
Printer Language Support” (page 176) for more information.

Before you buy a new printer, refer to the following sources to check how well the
printer you intend to buy is supported:

http://www.linuxfoundation.org/OpenPrinting/

The OpenPrinting home page with the printer database. The database shows the
latest Linux support status. However, a Linux distribution can only integrate the
drivers available at production time. Accordingly, a printer currently rated as
“perfectly supported” may not have had this status when the latest SUSE Linux
Enterprise Server version was released. Thus, the databases may not necessarily
indicate the correct status, but only provide an approximation.

http://pages.cs.wisc.edu/~ghost/

The Ghostscript Web page.

/usr/share/doc/packages/ghostscript-library/
catalog.devices

List of included drivers.
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14.1 The Workflow of the Printing
System

The user creates a print job. The print job consists of the data to print plus
information for the spooler, such as the name of the printer or the name of the print
queue, and optionally, information for the filter, such as printer-specific options.

At least one dedicated print queue exists for every printer. The spooler holds the print
job in the queue until the desired printer is ready to receive data. When the printer is
ready, the spooler sends the data through the filter and back-end to the printer.

The filter converts the data generated by the application that is printing (usually
PostScript or PDF, but also ASCII, JPEG, etc.) into printer-specific data (PostScript,
PCL, ESC/P, etc.). The features of the printer are described in the PPD files. A PPD
file contains printer-specific options with the parameters needed to enable them on
the printer. The filter system makes sure that options selected by the user are enabled.

If you use a PostScript printer, the filter system converts the data into printer-specific
PostScript. This does not require a printer driver. If you use a non-PostScript printer,
the filter system converts the data into printer-specific data. This requires a printer
driver suitable for your printer. The back-end receives the printer-specific data from
the filter then passes it to the printer.

14.2 Methods and Protocols for
Connecting Printers

There are various possibilities for connecting a printer to the system. The
configuration of the CUPS print system does not distinguish between a local printer
and a printer connected to the system over the network.

OSystem z: Printers and similar devices provided by the z/VM that connect locally
with the IBM System z mainframes are not supported by CUPS or LPRng. On
these platforms, printing is only possible over the network. The cabling for network
printers must be installed according to the instructions of the printer manufacturer. [
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WARNING: Changing Cable Connections in a Running System

When connecting the printer to the machine, do not forget that only

USB devices can be plugged in or unplugged during operation. To avoid
damaging your system or printer, shut down the system before changing
any connections that are not USB.

14.3 Installing the Software

PPD (PostScript printer description) is the computer language that describes the
properties, like resolution, and options, such as the availability of a duplex unit.
These descriptions are required for using various printer options in CUPS. Without
a PPD file, the print data would be forwarded to the printer in a “raw” state, which is
usually not desired. During the installation of SUSE Linux Enterprise Server, many
PPD files are pre-installed.

To configure a PostScript printer, the best approach is to get a suitable PPD

file. Many PPD files are available in the package manufacturer-PPDs,
which is automatically installed within the scope of the standard installation. See
Section 14.6.2, “PPD Files in Various Packages” (page 174) and Section 14.7.2,
“No Suitable PPD File Available for a PostScript Printer” (page 177).

New PPD files can be stored in the directory /usr/share/cups/model/ or
added to the print system with YaST as described in Section “Adding Drivers with
YaST” (Chapter 8, Setting Up Hardware Components with YaST, TDeployment
Guide). Subsequently, the PPD file can be selected during the printer setup.

Be careful if a printer manufacturer wants you to install entire software packages.
First, this kind of installation may result in the loss of the support provided by SUSE
Linux Enterprise Server and second, print commands may work differently and the
system may no longer be able to address devices of other manufacturers. For this
reason, the installation of manufacturer software is not recommended.

14.4 Network Printers

A network printer can support various protocols, some of them even concurrently.
Although most of the supported protocols are standardized, some manufacturers
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modify the standard. Manufacturers then provide drivers for only a few operating
systems. Unfortunately, Linux drivers are rarely provided. The current situation is
such that you cannot act on the assumption that every protocol works smoothly in
Linux. Therefore, you may have to experiment with various options to achieve a
functional configuration.

CUPS supports the socket, LPD, IPP and smb protocols.

socket
Socket refers to a connection in which the plain print data is sent directly
to a TCP socket. Some of the socket port numbers that are commonly
used are 9100 or 35. The device URI (uniform resource identifier)
syntax is: socket://IP.of.the.printer:port, for example:
socket://192.168.2.202:9100/.

LPD (Line Printer Daemon)
The LPD protocol is described in RFC 1179. Under this protocol, some job-
related data, such as the ID of the print queue, is sent before the actual print data
is sent. Therefore, a print queue must be specified when configuring the LPD
protocol. The implementations of diverse printer manufacturers are flexible
enough to accept any name as the print queue. If necessary, the printer manual
should indicate what name to use. LPT, LPT1, LP1 or similar names are often
used. The port number for an LPD service is 515. An example device URI is
lpd://192.168.2.202/LPT1.

IPP (Internet Printing Protocol)
IPP is a relatively new protocol (1999) based on the HTTP protocol. With IPP,
more job-related data is transmitted than with the other protocols. CUPS uses
IPP for internal data transmission. The name of the print queue is necessary
to configure IPP correctly. The port number for IPP is 631. Example device
URIs are ipp://192.168.2.202/ps and ipp://192.168.2.202/
printers/ps.

SMB (Windows Share)
CUPS also supports printing on printers connected to Windows
shares. The protocol used for this purpose is SMB. SMB uses the port
numbers 137, 138 and 139. Example device URIs are smb: //
user:password@workgroup/smb.example.com/printer,
smb://user:password@smb.example.com/printer, and smb://
smb.example.com/printer.

Printer Operation

171



172

The protocol supported by the printer must be determined before configuration. If the
manufacturer does not provide the needed information, the command nmap (which
comes with the nmap package) can be used to ascertain the protocol. nmap checks a
host for open ports. For example:

nmap -p 35,137-139,515,631,9100-10000 printerIP

14.4.1 Configuring CUPS with Command
Line Tools

CUPS can be configured with command line tools like 1pinfo, lpadmin and
lpoptions. You need a device URI consisting of a back-end, such as parallel,
and parameters. To determine valid device URIs on your system use the command
lpinfo -v | grep ":/":

# lpinfo -v | grep ":/"

direct usb://ACME/FunPrinter%20XL
direct parallel:/dev/1p0

With 1padmin the CUPS server administrator can add, remove or manage print
queues. To add a print queue, use the following syntax:

lpadmin -p queue -v device-URI -P PPD-file -E

Then the device (-v) is available as queue (-p), using the specified PPD file (-
P). This means that you must know the PPD file and the device URI to configure the
printer manually.

Do not use —E as the first option. For all CUPS commands, —E as the first argument
sets use of an encrypted connection. To enable the printer, —E must be used as shown
in the following example:

lpadmin -p ps -v parallel:/dev/1p0 -P \
/usr/share/cups/model/Postscript.ppd.gz -E

The following example configures a network printer:
lpadmin -p ps -v socket://192.168.2.202:9100/ -P \
/usr/share/cups/model/Postscript-levell.ppd.gz -E

For more options of 1padmin, see the man page of 1padmin (8).

During printer setup, certain options are set as default. These options can be modified
for every print job (depending on the print tool used). Changing these default options
with YaST is also possible. Using command line tools, set default options as follows:
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1 First, list all options:

lpoptions -p queue -1

Example:

Resolution/Output Resolution: 150dpi *300dpi 600dpi
The activated default option is identified by a preceding asterisk (*).

2 Change the option with 1padmin:

lpadmin -p queue -o Resolution=600dpi

3 Check the new setting:
lpoptions -p queue -1

Resolution/Output Resolution: 150dpi 300dpi *600dpi

When a normal user runs 1poptions, the settings are written to ~/ . cups/
lpoptions. However, root settings are written to /etc/cups/lpoptions.

14.5 Printing from the Command
Line

To print from the command line, enter 1lp -d queuename filename,
substituting the corresponding names for queuename and £ilename.

Some applications rely on the 1p command for printing. In this case, enter the
correct command in the application's print dialog, usually without specifying
filename, for example, lp —-d queuename.

14.6 Special Features in SUSE
Linux Enterprise Server

A number of CUPS features have been adapted for SUSE Linux Enterprise Server.
Some of the most important changes are covered here.
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14.6.1 CUPS and Firewall

After having performed a default installation of SUSE Linux Enterprise Server,
SuSEFirewall2 is active and the network interfaces are configured to be in the
External Zone which blocks incoming traffic. More information about the
SuSEFirewall2 configuration is available in Section “SuSEfirewall2” (Chapter 15,
Masquerading and Firewalls, 1Security Guide) and at http: //
en.opensuse.org/SDB:CUPS_and_SANE_Firewall_settings.

14.6.1.1 CUPS Client

Normally, a CUPS client runs on a regular workstation located in a trusted network
environment behind a firewall. In this case it is recommended to configure the
network interface to be in the Internal Zone, so the workstation is reachable
from within the network.

14.6.1.2 CUPS Server

If the CUPS server is part of a trusted network environment protected by a firewall,
the network interface should be configured to be in the Internal Zone of the
firewall. It is not recommended to set up a CUPS server in an untrusted network
environment unless you take care that it is protected by special firewall rules and
secure settings in the CUPS configuration.

14.6.2 PPD Files in Various Packages

The YaST printer configuration sets up the queues for CUPS using the PPD files
installed in /usr/share/cups/model. To find the suitable PPD files for the
printer model, YaST compares the vendor and model determined during hardware
detection with the vendors and models in all PPD files. For this purpose, the YaST
printer configuration generates a database from the vendor and model information
extracted from the PPD files.

The configuration using only PPD files and no other information sources has the
advantage that the PPD files in /usr/share/cups/model can be modified
freely. For example, if you only have PostScript printers, normally you do not need
the Foomatic PPD files in the cups—drivers package or the Gutenprint PPD files
in the gutenprint package. Instead, the PPD files for your PostScript printers can
be copied directly to /usr/share/cups/model (if they do not already exist in
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the manufacturer—-PPDs package) to achieve an optimum configuration for your
printers.

14.6.2.1 CUPS PPD Files in the cups Package

The generic PPD files in the cups package have been complemented with adapted
Foomatic PPD files for PostScript level 1 and level 2 printers:

* /usr/share/cups/model/Postscript-levell.ppd.gz

e /usr/share/cups/model/Postscript—level2.ppd.gz

14.6.2.2 PPD Files in the cups-drivers Package

Normally, the Foomatic printer filter foomatic-rip is used together with
Ghostscript for non-PostScript printers. Suitable Foomatic PPD files have the
entries *NickName: ... Foomatic/Ghostscript driver and
*cupsFilter: ... foomatic-rip. These PPD files are located in the
cups—drivers package.

YaST generally prefers a manufacturer—PPD file. However, when no
suitable manufacturer—PPD file exists, a Foomatic PPD file with the entry
*NickName: ... Foomatic ... (recommended) is selected.

14.6.2.3 Gutenprint PPD Files in the gutenprint
Package

Instead of foomatic—rip, the CUPS filter rastertogutenprint

from Gutenprint (formerly known as GIMP-Print) can be used for many non-
PostScript printers. This filter and suitable Gutenprint PPD files are available in the
gutenprint package. The Gutenprint PPD files are located in /usr/share/

cups/model/gutenprint/ and have the entries *NickName: ... CUPS
+Gutenprint and *cupsFilter: ... rastertogutenprint.

14.6.2.4 PPD Files from Printer Manufacturers in
the manufacturer-PPDs Package

The manufacturer-PPDs package contains PPD files from printer manufacturers
that are released under a sufficiently liberal license. PostScript printers should be
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configured with the suitable PPD file of the printer manufacturer, because this
file enables the use of all functions of the PostScript printer. YaST prefers a PPD
file from the manufacturer—-PPDs. YaST cannot use a PPD file from the
manufacturer—-PPDs package if the model name does not match. This may
happen if the manufacturer-PPDs package contains only one PPD file for
similar models, like Funprinter 12xx series. In this case, select the respective PPD
file manually in YaST.

14.7 Troubleshooting

The following sections cover some of the most frequently encountered printer
hardware and software problems and ways to solve or circumvent these problems.
Among the topics covered are GDI printers, PPD files and port configuration.
Common network printer problems, defective printouts, and queue handling are also
addressed.

14.7.1 Printers without Standard Printer
Language Support

These printers do not support any common printer language and can only be
addressed with special proprietary control sequences. Therefore they can only work
with the operating system versions for which the manufacturer delivers a driver.
GDI is a programming interface developed by Microsoft* for graphics devices.
Usually the manufacturer delivers drivers only for Windows, and since the Windows
driver uses the GDI interface these printers are also called GDI printers. The actual
problem is not the programming interface, but the fact that these printers can only be
addressed with the proprietary printer language of the respective printer model.

Some GDI printers can be switched to operate either in GDI mode or in one of the
standard printer languages. See the manual of the printer whether this is possible.
Some models require special Windows software to do the switch (note that the
Windows printer driver may always switch the printer back into GDI mode when
printing from Windows). For other GDI printers there are extension modules for a
standard printer language available.

Some manufacturers provide proprietary drivers for their printers. The disadvantage
of proprietary printer drivers is that there is no guarantee that these work with the
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installed print system or that they are suitable for the various hardware platforms. In
contrast, printers that support a standard printer language do not depend on a special
print system version or a special hardware platform.

Instead of spending time trying to make a proprietary Linux driver work, it may be
more cost-effective to purchase a printer which supports a standard printer language
(preferably PostScript). This would solve the driver problem once and for all,
eliminating the need to install and configure special driver software and obtain driver
updates that may be required due to new developments in the print system.

14.7.2 No Suitable PPD File Available for
a PostScript Printer

If the manufacturer—PPDs package does not contain a suitable PPD file for a
PostScript printer, it should be possible to use the PPD file from the driver CD of
the printer manufacturer or download a suitable PPD file from the Web page of the
printer manufacturer.

If the PPD file is provided as a zip archive (.zip) or a self-extracting zip archive
(.exe), unpack it with unzip. First, review the license terms of the PPD file.
Then use the cupstestppd utility to check if the PPD file complies with “Adobe
PostScript Printer Description File Format Specification, version 4.3.” If the utility
returns “FAIL,” the errors in the PPD files are serious and are likely to cause major
problems. The problem spots reported by cupstestppd should be eliminated. If
necessary, ask the printer manufacturer for a suitable PPD file.

14.7.3 Parallel Ports

The safest approach is to connect the printer directly to the first parallel port and to
select the following parallel port settings in the BIOS:

e I/O address: 378 (hexadecimal)
* Interrupt: irrelevant
e Mode: Normal, SPP, or Output Only

e DMA: disabled
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If the printer cannot be addressed on the parallel port despite these settings, enter the
I/O address explicitly in accordance with the setting in the BIOS in the form 0x378
in /etc/modprobe.conft. If there are two parallel ports that are set to the I/O
addresses 378 and 278 (hexadecimal), enter these in the form 0x378, 0x278.

If interrupt 7 is free, it can be activated with the entry shown in Example 14.1, */
etc/modprobe. conf: Interrupt Mode for the First Parallel Port” (page 178).
Before activating the interrupt mode, check the file /proc/interrupts to see
which interrupts are already in use. Only the interrupts currently being used are
displayed. This may change depending on which hardware components are active.
The interrupt for the parallel port must not be used by any other device. If you are not
sure, use the polling mode with i rg=none.

Example 14.1: /etc/modprobe.conf: Interrupt Mode for the First Parallel Port

alias parport_lowlevel parport_pc
options parport_pc 10=0x378 irg=7

14.7.4 Network Printer Connections

Identifying Network Problems
Connect the printer directly to the computer. For test purposes, configure the
printer as a local printer. If this works, the problems are related to the network.

Checking the TCP/IP Network
The TCP/IP network and name resolution must be functional.

Checking a Remote 1pd
Use the following command to test if a TCP connection can be established to
lpd (port 515) on host:

netcat -z host 515 && echo ok || echo failed

If the connection to 1pd cannot be established, 1pd may not be active or there
may be basic network problems.

As the user root, use the following command to query a (possibly very long)
status report for gqueue on remote host, provided the respective 1pd is active
and the host accepts queries:

echo —e "\004queue" \
| netcat -w 2 -p 722 host 515
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If 1pd does not respond, it may not be active or there may be basic network
problems. If 1pd responds, the response should show why printing is not
possible on the queue on host. If you receive a response like that shown in
Example 14.2, “Error Message from 1pd” (page 179), the problem is caused
by the remote 1pd.

Example 14.2: Error Message from Ipd

lpd: your host does not have line printer access
lpd: queue does not exist

printer: spooling disabled

printer: printing disabled

Checking a Remote cupsd
A CUPS network server can broadcast its queues by default every 30 seconds on
UDP port 631. Accordingly, the following command can be used to test whether
there is a broadcasting CUPS network server in the network. Make sure to stop
your local CUPS daemon before executing the command.

netcat -u -1 -p 631 & PID=$! ; sleep 40 ; kill $PID

If a broadcasting CUPS network server exists, the output appears as shown in
Example 14.3, “Broadcast from the CUPS Network Server” (page 179).

Example 14.3: Broadcast from the CUPS Network Server

ipp://192.168.2.202:631/printers/queue

OSystem z: Take into account that IBM System z ethernet devices do not receive
broadcasts by default. [

The following command can be used to test if a TCP connection can be
established to cupsd (port 631) on host:

netcat -z host 631 && echo ok || echo failed

If the connection to cupsd cannot be established, cupsd may not be active
or there may be basic network problems. 1lpstat —-h host -1 -t returns
a (possibly very long) status report for all queues on host, provided the
respective cupsd is active and the host accepts queries.

The next command can be used to test if the queue on host accepts a print
job consisting of a single carriage-return character. Nothing should be printed.
Possibly, a blank page may be ejected.

echo —en "\r" \
| 1p -d queue -h host
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Troubleshooting a Network Printer or Print Server Box
Spoolers running in a print server box sometimes cause problems when they
have to deal with multiple print jobs. Since this is caused by the spooler in
the print server box, there no way to resolve this issue. As a work-around,
circumvent the spooler in the print server box by addressing the printer
connected to the print server box directly with the TCP socket. See Section 14.4,
“Network Printers” (page 170).

In this way, the print server box is reduced to a converter between the various
forms of data transfer (TCP/IP network and local printer connection). To use this
method, you need to know the TCP port on the print server box. If the printer

is connected to the print server box and turned on, this TCP port can usually be
determined with the nmap utility from the nmap package some time after the
print server box is powered up. For example, nmap IP-address may deliver
the following output for a print server box:

Port State Service
23/tcp open telnet
80/tcp open http
515/tcp open printer
631/tcp open cups
9100/tcp open jetdirect

This output indicates that the printer connected to the print server box can
be addressed via TCP socket on port 91 00. By default, nmap only checks
a number of commonly known ports listed in /usr/share/nmap/
nmap-services. To check all possible ports, use the command nmap -
p from port—-to_port IP-address. This may take some time. For
further information, refer to the man page of nmap.

Enter a command like
echo —en "\rHello\r\f" | netcat -w 1 IP-address port

cat file | netcat -w 1 IP-address port

to send character strings or files directly to the respective port to test if the
printer can be addressed on this port.

14.7.5 Defective Printouts without Error
Message

For the print system, the print job is completed when the CUPS back-end completes
the data transfer to the recipient (printer). If further processing on the recipient fails
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(for example, if the printer is not able to print the printer-specific data) the print
system does not notice this. If the printer is not able to print the printer-specific data,
select a PPD file that is more suitable for the printer.

14.7.6 Disabled Queues

If the data transfer to the recipient fails entirely after several attempts, the CUPS
back-end, such as USB or socket, reports an error to the print system (to cupsd).
The back-end determines how many unsuccessful attempts are appropriate until the
data transfer is reported as impossible. As further attempts would be in vain, cupsd
disables printing for the respective queue. After eliminating the cause of the problem,
the system administrator must re-enable printing with the command cupsenable.

14.7.7 CUPS Browsing: Deleting Print
Jobs

If a CUPS network server broadcasts its queues to the client hosts via browsing and
a suitable local cupsd is active on the client hosts, the client cupsd accepts print
jobs from applications and forwards them to the cupsd on the server. When cupsd
on the server accepts a print job, it is assigned a new job number. Therefore, the job
number on the client host is different from the job number on the server. As a print
job is usually forwarded immediately, it cannot be deleted with the job number on
the client host This is because the client cupsd regards the print job as completed as
soon as it has been forwarded to the server cupsd.

When it becomes desirable to delete the print job on the server, use a command such
as lpstat -h cups.example.com -o to determine the job number on the
server, provided the server has not already completed the print job (that is, sent it
completely to the printer). Using this job number, the print job on the server can be
deleted:

cancel -h cups.example.com queue-jobnumber

14.7.8 Defective Print Jobs and Data
Transfer Errors

If you switch the printer off or shut down the computer during the printing process,
print jobs remain in the queue. Printing resumes when the computer (or the printer)
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is switched back on. Defective print jobs must be removed from the queue with
cancel.

If a print job is defective or an error occurs in the communication between the

host and the printer, the printer prints numerous sheets of paper with unintelligible
characters, because it is unable to process the data correctly. To rectify this situation,
follow these steps:

1 To stop printing, remove all paper from ink jet printers or open the paper trays
of laser printers. High-quality printers have a button for canceling the current
printout.

2 The print job may still be in the queue, because jobs are only removed after
they are sent completely to the printer. Use lpstat —oor lpstat -
h cups.example.com -o tocheck which queue is currently printing.
Delete the print job with cancel queue-jobnumber orcancel -h
cups.example.com queue- jobnumber.

3 Some data may still be transferred to the printer even though the print job has been
deleted from the queue. Check if a CUPS back-end process is still running for
the respective queue and terminate it. For example, for a printer connected to the
parallel port, the command fuser -k /dev/1p0 can be used to terminate all
processes that are still accessing the printer (more precisely: the parallel port).

4 Reset the printer completely by switching it off for some time. Then insert the
paper and turn on the printer.

14.7.9 Debugging the CUPS Print System

Use the following generic procedure to locate problems in the CUPS print system:

1 Set LogLevel debugin /etc/cups/cupsd.conf.
2 Stop cupsd.

3 Remove /var/log/cups/error_log* to avoid having to search through
very large log files.

4 Start cupsd.

5 Repeat the action that led to the problem.
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6 Check the messages in /var/log/cups/error_log* to identify the cause
of the problem.

14.7.10 For More Information

Solutions to many specific problems are presented in the SUSE Knowledgebase
(http://www.suse.com/support/). Locate the relevant articles with a text
search for CUPS.
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Dynamic Kernel Device
Management with udev

The kernel can add or remove almost any device in a running system. Changes in
the device state (whether a device is plugged in or removed) need to be propagated
to userspace. Devices need to be configured as soon as they are plugged in and
recognized. Users of a certain device need to be informed about any changes in this
device's recognized state. udev provides the needed infrastructure to dynamically
maintain the device node files and symbolic links in the /dev directory. udev rules
provide a way to plug external tools into the kernel device event processing. This
enables you to customize udev device handling by, for example, adding certain
scripts to execute as part of kernel device handling, or request and import additional
data to evaluate during device handling.

15.1 The /dev Directory

The device nodes in the /dev directory provide access to the corresponding kernel
devices. With udev, the /dev directory reflects the current state of the kernel.
Every kernel device has one corresponding device file. If a device is disconnected
from the system, the device node is removed.

The content of the /dewv directory is kept on a temporary file system and all files
are rendered at every system start-up. Manually created or modified files do not, by
design, survive a reboot. Static files and directories that should always be present
in the /dev directory regardless of the state of the corresponding kernel device
can be placed in the /1ib/udev/devices directory. At system start-up, the
contents of that directory is copied to the /dev directory with the same ownership
and permissions as the filesin /1ib/udev/devices.
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15.2 Kernel uevents and udev

The required device information is exported by the sys£s file system. For every
device the kernel has detected and initialized, a directory with the device name is
created. It contains attribute files with device-specific properties.

Every time a device is added or removed, the kernel sends a uevent to notify udev
of the change. The udev daemon reads and parses all provided rules from the
/etc/udev/rules.d/*.rules files once at start-up and keeps them in
memory. If rules files are changed, added or removed, the daemon can reload the
in-memory representation of all rules with the command udevadm control
reload_rules. This is also done when running /etc/init.d/boot .udev
reload. For more details on udev rules and their syntax, refer to Section 15.6,
“Influencing Kernel Device Event Handling with udev Rules” (page 189).

Every received event is matched against the set of provides rules. The rules can add
or change event environment keys, request a specific name for the device node to
create, add symlinks pointing to the node or add programs to run after the device
node is created. The driver core uevents are received from a kernel netlink socket.

15.3 Drivers, Kernel Modules and
Devices

The kernel bus drivers probe for devices. For every detected device, the kernel
creates an internal device structure while the driver core sends a uevent to the udev
daemon. Bus devices identify themselves by a specially-formatted ID, which tells
what kind of device it is. Usually these IDs consist of vendor and product ID and
other subsystem-specific values. Every bus has its own scheme for these IDs, called
MODALIAS. The kernel takes the device information, composes a MODALIAS ID
string from it and sends that string along with the event. For a USB mouse, it looks
like this:

MODALIAS=usb:v046DpC03Ed2000dc00dsc00dp00ic03isc01ip02

Every device driver carries a list of known aliases for devices it can handle. The list
is contained in the kernel module file itself. The program depmod reads the ID lists
and creates the file modules.alias inthe kernel's /1ib/modules directory for

Administration Guide



all currently available modules. With this infrastructure, module loading is as easy
as calling modprobe for every event that carries a MODALIAS key. If modprobe
SMODALIAS is called, it matches the device alias composed for the device with the
aliases provided by the modules. If a matching entry is found, that module is loaded.
All this is automatically triggered by udev.

15.4 Booting and Initial Device
Setup

All device events happening during the boot process before the udev daemon is
running are lost, because the infrastructure to handle these events resides on the root
file system and is not available at that time. To cover that loss, the kernel provides

a uevent file located in the device directory of every device in the sysfs file
system. By writing add to that file, the kernel resends the same event as the one lost
during boot. A simple loop over all uevent files in /sys triggers all events again
to create the device nodes and perform device setup.

As an example, a USB mouse present during boot may not be initialized by the

early boot logic, because the driver is not available at that time. The event for the
device discovery was lost and failed to find a kernel module for the device. Instead
of manually searching for possibly connected devices, udev just requests all device
events from the kernel after the root file system is available, so the event for the USB
mouse device just runs again. Now it finds the kernel module on the mounted root
file system and the USB mouse can be initialized.

From userspace, there is no visible difference between a device coldplug sequence

and a device discovery during runtime. In both cases, the same rules are used to
match and the same configured programs are run.

15.5 Monitoring the Running udev
Daemon

The program udevadm monitor can be used to visualize the driver core events
and the timing of the udev event processes.
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UEVENT[1185238505.276660] add /devices/pci0000:00/0000:00:1d.2/usb3/3-1
(usb)

UDEV  [1185238505.279198] add /devices/pci0000:00/0000:00:1d.2/usb3/3-1
(usb)

UEVENT [1185238505.279527] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0 (usb)

UDEV [1185238505.285573] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0 (usb)

UEVENT[1185238505.298878] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0/input/inputl0 (input)

UDEV  [1185238505.305026] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0/input/inputl0 (input)

UEVENT[1185238505.305442] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0/input/inputl0/mouse2 (input)

UEVENT[1185238505.306440] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0/input/inputl0/eventd (input)

UDEV  [1185238505.325384] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0/input/inputl0/event4 (input)

UDEV  [1185238505.342257] add /devices/pci0000:00/0000:00:1d.2/

usb3/3-1/3-1:1.0/input/inputl1l0/mouse2 (input)

The UEVENT lines show the events the kernel has sent over netlink. The UDEV lines
show the finished udev event handlers. The timing is printed in microseconds. The
time between UEVENT and UDEV is the time udev took to process this event or the
udev daemon has delayed its execution to synchronize this event with related and
already running events. For example, events for hard disk partitions always wait for
the main disk device event to finish, because the partition events may rely on the data
that the main disk event has queried from the hardware.

udevadm monitor —--env shows the complete event environment:

ACTION=add
DEVPATH=/devices/pci0000:00/0000:00:1d.2/usb3/3-1/3-1:1.0/input/inputl0
SUBSYSTEM=input

SEQNUM=1181

NAME="Logitech USB-PS/2 Optical Mouse"
PHYS="usb-0000:00:1d.2-1/inputO"

UNIQ=""

EV=7

KEY=70000 0 0 0 O

REL=103
MODALIAS=input:0003v046DpC03Ee0110-e0,1,2,k110,111,112,r0,1,8,amlsfw

udev also sends messages to syslog. The default syslog priority that controls which
messages are sent to syslog is specified in the udev configuration file /etc/
udev/udev.conf. The log priority of the running daemon can be changed with
udevadm control log_priority=level/number.
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15.6 Influencing Kernel Device
Event Handling with udev Rules

A udev rule can match any property the kernel adds to the event itself or any
information that the kernel exports to sysfs. The rule can also request additional
information from external programs. Every event is matched against all provided
rules. All rules are located in the /etc/udev/rules.d directory.

Every line in the rules file contains at least one key value pair. There are two kinds
of keys, match and assignment keys. If all match keys match their values, the rule is
applied and the assignment keys are assigned the specified value. A matching rule
may specify the name of the device node, add symlinks pointing to the node or run
a specified program as part of the event handling. If no matching rule is found, the
default device node name is used to create the device node. Detailed information
about the rule syntax and the provided keys to match or import data are described
in the udev man page. The following example rules provide a basic introduction to
udev rule syntax. The example rules are all taken from the udev default rule set
that is located under /etc/udev/rules.d/50-udev-default.rules.

Example 15.1: Example udev Rules

# console
KERNEL=="console", MODE="0600", OPTIONS="last_rule"

# serial devices
KERNEL=="ttyUSB*", ATTRS{product}=="[Pplalm*Handheld*", SYMLINK+="pilot"

# printer
SUBSYSTEM=="usb", KERNEL=="1p*", NAME="usb/%k", SYMLINK+="usb%k", GROUP="1p"

# kernel firmware loader
SUBSYSTEM=="firmware", ACTION=="add", RUN+="firmware.sh"

The console rule consists of three keys: one match key (KERNEL) and two assign
keys (MODE, OPTIONS). The KERNEL match rule searches the device list for any
items of the type console. Only exact matches are valid and trigger this rule to

be executed. The MODE key assigns special permissions to the device node, in this
case, read and write permissions to the owner of this device only. The OPTIONS key
makes this rule the last rule to be applied to any device of this type. Any later rule
matching this particular device type does not have any effect.

The serial devices ruleis notavailable in 50-udev-default.rules
anymore, but it is still worth considering. It consists of two match keys (KERNEL
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and ATTRS) and one assign key (SYMLINK). The KERNEL key searches for all
devices of the t t yUSB type. Using the * wild card, this key matches several of these
devices. The second match key, ATTRS, checks whether the product attribute

file in sys£s for any t t yUSB device contains a certain string. The assign key
(SYMLINK) triggers the addition of a symbolic link to this device under /dev/
pilot. The operator used in this key (+=) tells udev to additionally perform this
action, even if previous or later rules add other symbolic links. As this rule contains
two match keys, it is only applied if both conditions are met.

The printer rule deals with USB printers and contains two match keys which
must both apply to get the entire rule applied (SUBSYSTEM and KERNEL). Three
assign keys deal with the naming for this device type (NAME), the creation of
symbolic device links (SYMLINK) and the group membership for this device type
(GROUP). Using the * wild card in the KERNEL key makes it match several 1p
printer devices. Substitutions are used in both, the NAME and the SYMLINK keys to
extend these strings by the internal device name. For example, the symlink to the first
1p USB printer would read /dev/usblpO0.

The kernel firmware loader rule makes udev load additional firmware by
an external helper script during runtime. The SUBSYSTEM match key searches for
the £irmware subsystem. The ACTION key checks whether any device belonging
to the £irmware subsystem has been added. The RUN+= key triggers the execution
of the firmware. sh script to locate the firmware that is to be loaded.

Some general characteristics are common to all rules:

* Each rule consists of one or more key value pairs separated by a comma.

* A key's operation is determined by the operator. udev rules support several
different operators.

* Each given value must be enclosed by quotation marks.

* Each line of the rules file represents one rule. If a rule is longer than just one line,
use \ to join the different lines just as you would do in shell syntax.

* udev rules support a shell-style pattern that matches the *, ?, and [] patterns.

* udev rules support substitutions.
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15.6.1 Using Operators in udev Rules

Creating keys you can choose from several different operators, depending on the type
of key you want to create. Match keys will normally just be used to find a value that
either matches or explicitly mismatches the search value. Match keys contain either
of the following operators:

Compare for equality. If the key contains a search pattern, all results matching
this pattern are valid.

Compare for non-equality. If the key contains a search pattern, all results
matching this pattern are valid.

Any of the following operators can be used with assign keys:

Assign a value to a key. If the key previously consisted of a list of values, the
key resets and only the single value is assigned.

+=
Add a value to a key that contains a list of entries.

Assign a final value. Disallow any later change by later rules.

15.6.2 Using Substitutions in udev Rules

udev rules support the use of placeholders and substitutions. Use them in a similar
fashion as you would do in any other scripts. The following substitutions can be used
with udev rules:

$r, Sroot
The device directory, /dev by default.

%$p, $devpath
The value of DEVPATH.

%k, Skernel
The value of KERNEL or the internal device name.
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%$n, Snumber
The device number.

%N, Stempnode
The temporary name of the device file.

%M, Smajor
The major number of the device.

$m, Sminor
The minor number of the device.

$s{attribute}, Sattr{attribute}
The value of a sysfs attribute (specified by attribute).

S$E{variable}, Sattr{variable}
The value of an environment variable (specified by variable).

%$c, Sresult
The output of PROGRAM.

o°
o°

The % character.

$$
The $ character.

15.6.3 Using udev Match Keys

Match keys describe conditions that must be met before a udev rule can be applied.
The following match keys are available:

ACTION
The name of the event action, for example, add or remove when adding or
removing a device.

DEVPATH
The device path of the event device, for example, DEVPATH=/bus/pci/
drivers/ipw3945 to search for all events related to the ipw3945 driver.

KERNEL
The internal (kernel) name of the event device.
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SUBSYSTEM
The subsystem of the event device, for example, SUBSYSTEM=usb for all
events related to USB devices.

ATTR{ filename}
sys£ts attributes of the event device. To match a string
contained in the vendor attribute file name, you could use
ATTR{vendor}=="0n[sS]tream", for example.

KERNELS
Let udev search the device path upwards for a matching device name.

SUBSYSTEMS
Let udev search the device path upwards for a matching device subsystem
name.

DRIVERS
Let udev search the device path upwards for a matching device driver name.

ATTRS{filename}
Let udev search the device path upwards for a device with matching sysfs
attribute values.

ENV{key}
The value of an environment variable, for example,
ENV{ID_BUS}="ieeel394 to search for all events related to the FireWire
bus ID.

PROGRAM
Let udev execute an external program. To be successful, the program must
return with exit code zero. The program's output, printed to stdout, is available to
the RESULT key.

RESULT
Match the output string of the last PROGRAM call. Either include this key in the
same rule as the PROGRAM key or in a later one.

15.6.4 Using udev Assign Keys

In contrast to the match keys described above, assign keys do not describe conditions
that must be met. They assign values, names and actions to the device nodes
maintained by udev.
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NAME
The name of the device node to be created. Once a rule has set a node name, all
other rules with a NAME key for this node are ignored.

SYMLINK
The name of a symlink related to the node to be created. Multiple matching
rules can add symlinks to be created with the device node. You can also specify
multiple symlinks for one node in one rule using the space character to separate
the sy